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Sociality and the Life-Mind Continuity Thesis: 

A Study in Evolutionary Robotics 

 

Tom Froese 

 

 

Summary 
 

The life-mind continuity thesis holds that mind is prefigured in life and that mind 

belongs to life. Its biggest challenge is the problem of scalability: how can the same 

explanatory framework that accounts for basic phenomena of life and mind be extended 

to incorporate the highest reaches of human cognition? So far there has been little 

systematic response to this ócognitive gapô. The main argument of this thesis is that the 

problem appears insurmountable because of the prevalent focus on the individual agent 

alone, and that it can start to be addressed by an appreciation of the constitutive role of 

sociality for mind and behavior. This argument is developed in a theoretical, 

experimental, and phenomenological manner. In terms of theory, the enactive paradigm 

of cognitive science is developed in a novel direction by highlighting the specific 

manner in which the dynamics of the interaction process opens up new behavioral 

domains. This provides the motivation for using an evolutionary robotics methodology 

to synthesize a set of minimalist simulation models that are based on experiments in 

social psychology. A detailed dynamical analysis of these models supports the enactive 

approach; the behavior of the agents is not an individual achievement alone but rather 

co-determined by their mutual interaction and organized effectively by this multi-agent 

interaction process. Some phenomenological observations complement these results by 

indicating that the detached perceptual attitude that is characteristic of adult human 

perception is essentially an intersubjective and socially mediated ability. Finally, the 

systemic and phenomenological insights are combined to provide the beginnings of a 

novel perspective on the origins of cumulative cultural development that gives further 

support to the main argument of this thesis. It is concluded that the life-mind continuity 

thesis is a viable working hypothesis even when accounting for specifically human 

abilities, and that an appreciation of the constitutive role of sociality for life and mind 

confirms it to be a serious contender for a unified theory of cognitive science.  
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1 Introduction 
 

Out of all the traditional difficulties faced by mainstream cognitive science, the mind-

body problem has all the makings of morphing into a paradigm buster. Even though 

consciousness has recently started to become a hot topic in science, it is still not clear 

what precisely the nature of the dilemma is, let alone what form a systematic response 

should take. The status of the problem, recently selected as one of the top outstanding 

problems in a special issue of Science (cf. Miller 2005), indicates that there is more at 

stake than revising our understanding of mentality: it can potentially challenge a 

particular way of doing science that dates back to the problemôs Cartesian origins in the 

scientific revolution of the 17
th
 century.  

 

While most cognitive scientists continue the attempt to somehow get a grip on the mind-

body problem within the conventional Cartesian framework, this thesis is part of a 

growing trend to change the fundamental terms of the debate. More specifically, it 

builds on what has become known as enactive cognitive science, an approach which 

replaces the computer metaphor of mind with a focus on life ï a phenomenon that 

incorporates body and mind as two aspects of a unified whole. By placing the 

phenomenon of life at the heart of its conceptual framework, the enactive paradigm has 

turned the intractable mind-body problem into a novel research program that is based on 

the principles of biological autonomy and phenomenological philosophy.  

 

However, this shift in terms of the debate from computer science to what might be 

called óbio-phenomenologyô has also made the enactive approach vulnerable to the 

criticism that its foundational principles, which are largely based on minimal forms of 

life, are irrelevant for the interests of cognitive science. In particular, proponents of the 

Cartesian mainstream, who prefer to treat the human mind as a computer, have argued 

that such biological foundations are essentially incapable of accounting for óhigherô 

cognitive faculties. And, indeed, even though the explicit working hypothesis of the 

enactive approach is that there actually is continuity between life and mind, so far it has 

been difficult ï if not impossible ï to conceive of a satisfactory way to bridge the 

ócognitive gapô that lies, for example, between the capacity for adaptive behavior of a 

simple bacterium and the ability for abstract cognition of an adult human being.  
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Accordingly, in response to this situation the main goal of this thesis is to argue for two 

complementary claims: (i) that the apparent inconceivability of a satisfactory version of 

the life-mind continuity thesis largely results from the widely unquestioned assumption 

of methodological individualism in cognitive science (an assumption which treats all 

cognition as essentially an individual achievement), and (ii) that the enactive approach 

has the means to bridge this cognitive gap in a principled manner through a systematic 

consideration of the constitutive role of sociality for mind and behavior.  

 

In Chapter 2 the stage for this twofold argument is set by means of a brief history of 

recent cognitive science, framed in terms of issues related to philosophy of science. In 

particular, several possibilities for irresolvable stalemates between different paradigms 

are identified. Special emphasis is placed on the role of research in artificial intelligence 

(AI) and robotics in breaking a longstanding philosophical stalemate, and supporting the 

subsequent turn toward more embodied-embedded approaches. It is argued that progress 

in this experimental domain is nevertheless still threatened by an empirical stalemate, 

which is related to the necessity of an observer to adopt some interpretative perspective 

in order to make sense of the experimental data. There is thus a need for analyzing the 

constitutive conditions of our scientific perspective, a task which motivates the role of 

phenomenology for the development of the enactive paradigm. This background chapter 

therefore acts as a first introduction to the three main approaches pursued in the thesis, 

namely theoretical argumentation, experimental investigation, and phenomenological 

observation, as well as to some of the basic ideas of the enactive paradigm.  

 

This general introduction is followed in Chapter 3 by a more detailed description of the 

conceptual framework of enactive cognitive science. The life-mind continuity thesis is 

presented as a strong working hypothesis that has the potential to become a unified 

theory of cognitive science. Some outstanding problems with the continuity thesis are 

identified, especially what we call the ócognitive gapô: the seemingly insurmountable 

distance between the basic phenomena of life and the higher cognitive functions of adult 

human beings. It is suggested that this perceived problem is largely due to the 

methodological individualism that is present in most cognitive science, and that a 

consideration of the constitutive role of sociality from the perspective of the enactive 
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approach can systematically resolve this issue. As a first step toward this goal, the 

biological foundations of enactive cognitive science are introduced, in particular the 

notions of autonomy and sense-making, which denote a systemôs capacity to generate 

its own identity under precarious conditions and the capacity to adaptively regulate its 

interactions in relation to those conditions, respectively. The chapter finishes by briefly 

indicating how the notions of autonomy and sense-making inform the current version of 

the life-mind continuity thesis. 

 

The second step follows in Chapter 4 which provides a critical analysis of what has 

already been published about the enactive approach to social cognition. The starting 

point is an appraisal of the claim that the defining aspect of social interaction is its 

autonomy, i.e. that the interaction process between two or more interacting agents can 

itself take on an autonomous organization and thereby effectively organize the behavior 

of those interactors to expand (or constrain) their individual domains of interaction. It is 

argued that the autonomy of the interaction process is a necessary but not sufficient 

condition for social interaction, and that this necessary condition is better captured by 

the notion of ómulti-agent interactionô. Accordingly, a revised definition of social 

interaction is offered: it is a type of multi-agent interaction whereby an agentôs action 

necessarily requires an appropriate response by another agent for its completion. This 

co-regulation of activity opens up specifically social ways of sense-making, i.e. forms 

of participatory sense-making, and thereby introduces a qualitative change to the agentsô 

cognitive domains. However, this type of social interaction is still not sufficient to 

account for the specificity of cultural forms of interaction, which depend on pre-existing 

practices, and a provisional account of cultural interaction is suggested that takes such 

heteronomy into consideration. Each of these transitions in sociality entails constitutive 

changes to the structures of agency which originally give rise to them, and thereby lead 

to increases in an individualôs behavioral capacity. In this way the enactive approach to 

social cognition provides a theoretical opening for a research program that addresses the 

cognitive gap of the life-mind continuity thesis by means of a systematic investigation 

of the constitutive role of sociality for mind and behavior. 

 

The development of novel definitions for multi-agent systems and social interaction 

completes the theoretical part of the thesis. Chapter 5 provides a brief recap of how the 
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enactive approach to social cognition has responded to methodological individualism, 

and it situates this achievement in a wider scientific and historical context. The next part 

of the thesis is concerned with experimental evidence.  

 

The aim of Chapter 6 is to show that the enactive approach to social cognition can be 

used to provide a fresh interpretation of some important experiments in developmental 

and social psychology. The results of these experiments are critically analyzed in order 

to reveal the significant problems that are faced by the traditional explanations based on 

methodological individualism. These problems serve as a motivation to broaden the 

acceptable range of explanations to include a consideration of the constitutive role of 

the interaction process. It is argued that otherwise even the integrative explanations in 

embodied-embedded cognitive science can be forced to return to the traditional method 

of postulating hypothetical neuro-physiological structures to explain the existence of 

social phenomena. This chapter also provides the empirical backdrop for some of the 

modeling experiments presented in subsequent chapters.  

 

The methodology for these simulation models, namely the development of a mutually 

informative relationship between the artificial and empirical sciences, is introduced in 

Chapter 7. In particular, the aim is to promote a dialogue between evolutionary robotics 

and social psychology. The models are mainly used as useful tools for thinking that can 

challenge established positions and explanations, serve as proof of concepts, and lead to 

the generation of novel predictions and hypotheses. In all cases the intention is to 

capture relevant phenomena in the most minimalist manner possible such that these 

insights do not get lost in unnecessary complexity. The next three chapters of the thesis 

present novel modeling experiments.  

 

To begin with, Chapter 8 presents a model of a famous psychological experiment on 

infantsô sensitivity to social contingency. The results demonstrate that, contrary to 

traditional expectations, it is not necessary to postulate innate cognitive modules in 

order to explain this capacity, and that a consideration of the interaction process itself 

could provide a more parsimonious explanation of the empirical data. Due to the 

minimalism of the model it is also possible to give a detailed dynamical explanation of 

the evolved behavior. It is shown that it is the interaction process itself which invests 
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these agents with the role of interactors, because the mutual interaction perturbs their 

structure such that the behavior required for the interaction becomes possible. Isolated 

agents have a more limited behavioral domain. 

 

The aim of the model presented in Chapter 9 is to further investigate how the interaction 

process itself can organize the behavior of individuals. This is achieved by modeling a 

recent psychological experiment that was also specifically designed for this purpose. A 

number of modifications to the original experimental design demonstrate the robustness 

of the interaction process to organize behaviors even under impaired and unfavorable 

conditions. The results of these modifications lead to the generation of novel hypotheses 

that are open to verification by future psychological experiments. The simplicity of the 

model also allows a detailed dynamical description of the individualsô behavior and how 

this behavior is constituted by the interaction, thereby generating skepticism about 

traditional ways of schematizing sub-personal processes. It is shown that even simple 

multi-agent interactions can expand individual behavioral domains by a process of co-

determination of agential structures.  

 

Chapter 10 further explores some of the implications of this model by fine-tuning the 

experimental design so as to further reduce the potential for agents to rely on individual-

based behavioral strategies. The results of these modifications lead to novel predictions 

about what precisely are the essential elements of the experimental setup of the original 

psychological study. Moreover, a simple modification to the task requiring coordinated 

behavior results in a model of social interaction, as defined in Chapter 4. The results 

demonstrate that this particular type of interaction process can further increase the 

behavioral repertoire of the agents. The model leads to a novel hypothesis about the 

minimal conditions for human participants of the psychological study to experience the 

experimental situation as qualitatively social. 

 

In all of these modeling experiments the minimalist approach afforded by evolutionary 

robotics is demonstrated as an effective antidote against the widespread assumption of 

methodological individualism, especially because it is possible to resolve doubts in a 

non-mysterious manner by providing detailed dynamical accounts of the constitutive 

role of the interaction process. This completes the experimental contribution of this 
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thesis. It has been argued that the enactive approach to social cognition can provide a 

theoretical framework to close the cognitive gap. These modeling experiments have 

demonstrated that this theory can be put into scientific practice and that the results are 

amenable to analysis in dynamical terms. 

 

In Chapter 11 this improved dynamical understanding of the constitutive role of 

sociality is placed into a wider scientific and historical context. It is argued that a simple 

rejection of methodological individualism based on this kind of systems theory alone is 

not sufficient to break out of the conventional framework entirely. For that to happen it 

is also necessary to complement this work with another defining aspect of enactive 

cognitive science, namely experiential considerations. This phenomenological approach 

reveals another widespread assumption that has limited mainstream approaches to social 

cognition: the idea that the primary function of perception is to process information 

about an independent world of abstract physical quantities. We refer to this assumption 

as ómethodological physicalismô. It has led much mainstream research in the field of 

social cognition to be concentrated on the óproblem of other mindsô, i.e. the question of 

how understanding of others is possible on the basis of perceiving their abstract physical 

details alone. This misguided but deeply engrained focus has regrettably come at the 

expense of a more phenomenologically plausible research program.  

 

Fortunately, the enactive paradigm has the capacity to provide an effective remedy to 

methodological physicalism (and those aspects of methodological individualism that are 

derived from it) by appealing to careful phenomenological analyses of our immediate 

experience. Thus, Chapter 12 introduces some central insights of the phenomenology of 

intersubjectivity. In particular, the consideration of intersubjectivity is motivated by a 

critical analysis of our perception of objects. It is argued that the experience of an object 

as independent of our current perspective of concern is constitutively dependent on what 

Husserl calls óopen intersubjectivityô, i.e. the potential presence of other perspectives in 

the world. This opens up the way for more detailed observations of how other subjects 

appear in our experience, and how their presence impacts on how we make sense of the 

world. In particular, it is argued that the categories of objectivity and subjectivity are 

impossible to appreciate experientially without open intersubjectivity. Accordingly, the 

phenomenological perspective enables us to refine the life-mind continuity thesis from a 
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ótop-downô perspective, namely by starting from the specificity of human (inter-) 

subjectivity. This perspective provides novel insights into the qualitative dimensions of 

the continuity thesis that complement the óbottom-upô approach of previous chapters. 

 

The phenomenological return to our immediate experience provides not only a vantage 

point from which to question the validity of methodological physicalism, but also makes 

it possible for us to take a fresh perspective on some controversial empirical data. This 

is the task of Chapter 13, which completes the investigation of sociality by focusing on 

some crucial aspects of cumulative cultural development. More specifically, it proposes 

to turn the traditional framework in primatology and infant studies on its head by means 

of a novel explanation of cumulative cultural development based on the systemic and 

phenomenological accounts of sociality of the enactive paradigm. Interestingly, this 

perspective reveals a blind spot in the primary literature, which leaves unaccounted the 

capacity of humans (and enculturated chimpanzees) to perceive others in terms of their 

abstract physical properties, an ability that is necessary for imitative learning (a primary 

mechanism of cultural development). Some empirical evidence is presented which, in 

combination with the phenomenological insights developed in Chapter 12, points to a 

socially mediated origin of this perceptual capacity. Finally, once cumulative cultural 

development is underway, it appears that it takes on properties that can be captured by 

concepts akin to the basic organizational principles of life. 

 

On the basis of the theoretical, experimental, and phenomenological insights developed 

in this thesis it is concluded in Chapter 14 that the life-mind continuity thesis of the 

enactive paradigm is indeed a viable working hypothesis for cognitive science. It has 

been shown that the organizational principles which can be derived from minimal forms 

of life, complemented by phenomenological considerations, can help us to understand in 

a unified manner the processes which connect individual agency and simple interaction 

processes to human agency and cultural cognition. At the heart of this understanding lie 

the complementary notions of biological autonomy and enacted meaning. More work 

surely needs to be done, but this thesis has contributed to the beginnings of a research 

program that has the potential to provide a unified theory of cognitive science.  In fact, 

we can expect that this approach will not only impact how we scientifically approach 

life, mind and sociality, but also how we perceive ourselves, others and the world. 
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2 A brief history of cognitive science 
 

Over the last two decades the field of artificial intelligence (AI) has undergone some 

significant developments (cf. Anderson 2003; Froese & Ziemke 2009). Good old-

fashioned AI (GOFAI) has faced considerable problems whenever it attempts to extend 

its domain beyond simplified ótoy worldsô in order to address context-sensitive real-

world problems in a robust and flexible manner (Dreyfus 1981; 1972). A few well-

known examples are the commonsense knowledge problem (Dreyfus 1991, p. 119), the 

frame problem (McCarthy & Hayes 1969), and the symbol grounding problem (Harnad 

1990). These difficulties motivated the Brooksian revolution toward an embodied and 

situated robotics in the early 1990s (Brooks 1991a; 1991b). Since then this approach has 

been further developed (e.g. Pfeifer & Scheier 1999; Pfeifer 1996; Brooks 1997), and 

has also significantly influenced the emergence of a variety of other successful 

methodologies, such as the dynamical approach (e.g. Beer 1995a; 2003), evolutionary 

robotics (e.g. Harvey et al. 2005; Nolfi & Floreano 2000; Cliff, et al. 1993), and 

organismically-inspired robotics (e.g. Di Paolo 2003; Iizuka & Di Paolo 2007a; 2008; 

Wood & Di Paolo 2008). These approaches are united by the claim that cognition is best 

understood as embodied and embedded in the sense that it emerges out of the dynamics 

of an extended brain-body-world systemic whole.  

 

These developments make it evident that the traditional GOFAI mainstream, with its 

emphasis on perception as representation and cognition as computation, is being 

challenged by the establishment of an alternative paradigm in the form of embodied-

embedded AI. How is this major shift in AI related to the ongoing paradigm shift within 

the cognitive sciences
1
? Section 2.1 analyzes the role of AI in the emergence of what 

has been called óembodied-embeddedô cognitive science (e.g. Clark 1997; Wheeler 

2005). Recently, there has also been a noticeable shift in interest toward óenactiveô 

cognitive science (e.g. Thompson 2007; Di Paolo, et al., in press), a paradigm which 

radicalizes the embodied-embedded approach by placing autonomous agency and lived 

                                                 

1
 Whether any of the major changes in AI or cognitive science are in fact paradigm shifts in the strict 

sense introduced by Kuhn (1962) is an interesting open question but beyond the scope of this chapter. 

Here the notion is used in the more general sense of a major shift in experimental practice and focus. 
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subjectivity at the heart of cognitive science. How the field of AI relates to this further 

shift is still in need of clarification. The rest of this chapter provides some initial steps in 

this direction by providing a general introduction to the conceptual framework of the 

enactive paradigm (Sections 2.2). Nevertheless, some methodological worries still 

remain (Section 2.3). The brief history of cognitive science concludes with some 

remarks about the need for a practice-oriented phenomenology, especially when trying 

to promote a more widespread acceptance of the enactive approach (Section 2.4). 

 

2.1 Toward embodied-embedded cognitive science 
 

Much of contemporary cognitive science owes its existence to the founding of the field 

of AI in the late 1950s by the likes of Herbert Simon, Marvin Minsky, Allen Newell, 

and John McCarthy
2
. These researchers, along with Noam Chomsky, put forth ideas that 

were to become the major guidelines for the computational approach which has 

dominated the cognitive sciences since its inception (cf. Boden 2006a). In order to 

determine the impact of AI on the ongoing shift from such orthodox computationalism 

toward embodied-embedded cognitive science, it is necessary to briefly consider some 

of the central claims associated with these competing theoretical frameworks. 

 

The paradigm that came into existence with the birth of AI, and which was essentially 

identified with cognitive science itself for the ensuing three decades and which still 

represents the mainstream today, is known as cognitivism (e.g. Fodor 1975). The 

cognitivist claim, that cognition is a form of computation (i.e. information processing 

through the manipulation of symbolic representations), is famously articulated in the 

óPhysical-Symbol System Hypothesisô which holds that such a system has the necessary 

and sufficient means for general intelligent action (Newell & Simon 1976). From the 

cognitivist perspective cognition is essentially a centrally controlled, disembodied, and 

                                                 

2
 The origins of this early symbolic AI, and the computationalist cognitive science that was to be founded 

on it, can be traced to the influential cybernetics tradition of the ó40s and ó50s, which is best known for 

the work by Wiener, von Neumann and other participants of the Macy conferences (cf. Dupuy 2009). The 

enactive paradigm has related roots, though it was influenced more by British cyberneticists such as Pask 

and Ashby (cf. Husbands, et al. 2008), as well as by the ósecond-order cyberneticsô of von Foerster and its 

further development into Maturana and Varelaôs óbiology of cognitionô (cf. Varela 1996a). 
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decontextualized reasoning and planning algorithm as epitomized by abstract problem 

solving. Accordingly, the mind is conceptualized as a digital computer and cognition is 

viewed as fundamentally distinct from the embodied action of an autonomous agent that 

is situated within the continuous dynamics of its environment.  

 

The cognitivist orthodoxy remained unchallenged until connectionism arose in the early 

1980s (e.g. McClelland, Rumelhart et al. 1986). The connectionist alternative views 

cognition as the emergence of global states in a network of simple components, and 

promises to address two practical shortcomings of cognitivism, namely by (i) increasing 

efficiency through parallel processing, and (ii ) achieving greater robustness through 

distributed operations. Moreover, because it makes use of artificial neural networks as a 

metaphor for the mind, its theories of cognition are often more biologically plausible.  

 

Nevertheless, connectionism still retains many cognitivist commitments. In particular, it 

maintains the idea that cognition is essentially a form of information processing in the 

head which converts a set of inputs into an appropriate set of outputs in order to solve a 

given problem. In other words, ñconnectionismôs disagreement with cognitivism was 

over the nature of computation and representation (symbolic for cognitivists, 

subsymbolic for connectionsists)ò (Thompson 2007, p. 10), rather than over the notion 

of computationalism as such (see also Wheeler 2005, p. 75). Accordingly, most of 

connectionism can be regarded as constituting a part of orthodox cognitive science.  

 

Since the early 1990s this computationalist orthodoxy has begun to be challenged by the 

emergence of embodied-embedded cognitive science (cf. Clark 1997; Wheeler 2005), a 

paradigm which claims that an agentôs embodiment is constitutive of its perceiving, 

knowing and doing (e.g. Gallagher 2005; Noë 2004; Varela, et al. 1991; Thompson & 

Varela 2001). Furthermore, the computational hypothesis has been confronted by the 

dynamical hypothesis that cognitive agents are best understood as dynamical systems 

(van Gelder 1998; van Gelder & Port 1995). Thus, while the embodied-embedded 

paradigm has retained the connectionist focus on self-organizing dynamic systems, it 

further holds that cognition is a situated activity which spans a systemic totality 

consisting of an agentôs brain, body, and world (e.g. Beer 2000). In order to assess the 
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importance of AI for this ongoing shift toward embodied-embedded cognitive science, it 

is helpful to first consider the potential impact of theory for this shift alone.  

 

The theoretical premises of orthodox and embodied-embedded cognitive science can 

generally be seen as Cartesian and Heideggerian in character, respectively (cf. Wheeler 

2005; Dreyfus 2007; Anderson 2003). The traditional Cartesian philosophy accepts the 

assumption that any kind of phenomena can be reduced to a combination of more basic 

atomic elements which are themselves irreducible. On this view cognition is seen as a 

general-purpose reasoning process by which a relevant representation of the world is 

assembled through the appropriate manipulation and transformation of basic mental 

states. Orthodox cognitive science adopts a similar kind of reductionism in that it 

assumes that symbolic (or, in the case of connectionism, sub-symbolic) structures are 

the basic representational elements which ground all mental states
3
, and that cognition is 

essentially treated as the appropriate computation of such representations which pick 

out facts about the physical world. What are the arguments against such a position?  

 

The Heideggerian critique starts from the phenomenological claim that the world is first 

and foremost experienced as a significant whole and that cognition is grounded in the 

skilful disposition to respond flexibly and appropriately as demanded by contextual 

circumstances. Dreyfus (1991, p. 117) has argued that such a position questions the 

validity of the Cartesian approach in two fundamental ways. First, the claim of holism 

entails that the isolation of a specific part or element of our experience as an atomic 

entity appears as secondary because it already presupposes a background of significance 

as the context from which to make the isolation. From this point of view a reductionist 

attempt at reconstructing a meaningful whole by combining isolated parts appears 

nonsensical since the required atomic elements were created by stripping away exactly 

that contextual significance in the first place:  

 

                                                 

3
 In contrast to the Cartesian claim that mental stuff is ontologically basic, orthodox cognitive science 

holds that these constitutive elements are not basic in any metaphysical sense because they are further 

reducible to binary logic. And, even though it is only this domain which ultimately constitutes the mental, 

there is no problem of it being realized in a physical system. Nevertheless, this change in position does 

not make any difference with regard to Heideggerôs critique. 
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Facts and rules are, by themselves, meaningless. To capture what Heidegger calls 

significance or involvement, they must be assigned relevance. But the predicates 

that must be added to define relevance are just more meaningless facts. (Dreyfus 

1991, p. 118) 

 

From the Heideggerian perspective it therefore appears that the Cartesian position is 

faced with a problem of infinite regress. Second, if we accept the claim of skills, namely 

that cognition is essentially grounded in a kind of skilful know-how or context-sensitive 

coping, then the orthodox aim of reducing such behaviour into a formal set of 

input/output mappings which specify the manipulation and transformation of basic 

mental states appears to be hopelessly misguided.  

 

Judging from these philosophical considerations it seems that the Heideggerian critique 

of the Cartesian tradition could have a significant impact on the paradigm shift from 

orthodox toward embodied-embedded cognitive science. However, since the two 

approaches have distinct underlying constitutive assumptions (e.g. reductionism vs. 

holism), there exists no a priori theoretical argument which would force someone 

holding a Cartesian position to accept the Heideggerian critique from holism and skills. 

Similarly, it is not possible for the Cartesian theorist to prove that worldly significance 

can indeed be created through the appropriate manipulation and transformation of 

abstract and de-contextualized representational elements. The problem is that, like all 

rational arguments, both accounts of cognition are founded on a particular set of 

premises which one is at liberty to accept or reject. Thus, even if the development of a 

strong philosophical position is most likely a necessary factor in the success of the 

embodied-embedded paradigm, it is by itself not sufficient. In other words, there is a 

fundamental stalemate in the purely philosophical domain; a shift in constitutive 

assumptions cannot be engendered by argumentation alone.  

 

It has often been proposed that this theoretical stalemate has to be resolved in the 

empirical domain of the cognitive sciences (e.g. Dreyfus & Dreyfus 1988; Clark 1997, 

p. 169; Wheeler 2005, p. 187). The authors of the Physical-Symbol System Hypothesis 

(Newell & Simon 1976) and the Dynamical Hypothesis (van Gelder 1998) are also in 

agreement that only sustained empirical research can determine whether their respective 
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hypotheses are viable. Empirical research in AI is thereby awarded the rather privileged 

position of being able to help resolve theoretical disputes which have plagued the 

Western philosophical tradition for decades if not centuries
4
. This reciprocal 

relationship between AI and theory has been captured with the slogan óunderstanding by 

buildingô (e.g. Pfeifer 1996; Pfeifer & Scheier 1999, p. 299).  

 

In what way has AI research managed to fulfill this role? It can do so negatively, such as 

when insurmountable problems appear in practice. Dreyfus (1991, p. 119), for example, 

has argued that the Heideggerian philosophy of cognition has been vindicated because 

GOFAI faces significant difficulties whenever it attempts to apply its Cartesian 

principles to real-world situations which require robust, flexible, and context-sensitive 

behavior. In addition, he demonstrates that the Heideggerian arguments from holism 

and skills can provide powerful explanations of why this kind of AI has to wrestle with 

the frame and commonsense knowledge problems.  

 

But AI can also fulfill this role positively, as when philosophical assumptions lead to the 

successful design and implementation of actual systems. Wheeler (2005, p. 188), for 

instance, argues compellingly that the growing success of embodied-embedded AI 

provides important experimental support for the shift toward a Heideggerian position in 

cognitive science. He suggests that Heideggerôs claim that a cognitive agent is best 

understood from the perspective of óbeing-in-the-worldô is put to the test by embodied-

embedded AI experiments which investigate cognition as a dynamical process which 

emerges out of a brain-body-world systemic whole.  

 

In light of these developments it seems fair to say that AI can have a significant impact 

on the ongoing shift from orthodox toward embodied-embedded cognitive science. 

However, while embodied-embedded AI has managed to overcome some of the 

significant challenges faced by traditional GOFAI, it has also started to encounter some 

                                                 

4
 It is worth noting that there are compelling arguments for claiming that the results generated by AI 

research are not óempiricalô in the same way as those of the natural sciences, and that this is likely to 

weaken their impact outside the field. Nevertheless, it is still the case that AI, just like a good empirical 

experiment, can provide valuable tools for re-organizing and probing the internal consistency of a 

theoretical position (cf. Di Paolo, et al. 2000). We will return to this issue in Chapter 7. 



21 | P a g e 

 

of its own limitations. Considering the seemingly insurmountable challenge to make the 

artificial agents of current embodied-embedded AI behave in a more robust, flexible, 

and generally more life-like manner, particularly in the way that more complex living 

organisms do, the embodied robotics pioneer Brooks was led to entertain the following 

skeptical reflections on the topic:  

 

Perhaps we have all missed some organizing principle of biological systems, or 

some general truth about them. Perhaps there is a way of looking at biological 

systems which will illuminate an inherent necessity in some aspect of the 

interactions of their parts that is completely missing from our artificial systems. 

[é] I am suggesting that perhaps at this point we simply do not get it, and that 

there is some fundamental change necessary in our thinking in order that we 

might build artificial systems that have the levels of intelligence, emotional 

interactions, long term stability and autonomy, and general robustness that we 

might expect of biological systems. (Brooks 1997, p. 301)  

 

Has the field of AI managed to find this missing óorganizing principle of biological 

systemsô during the decade of research since Brooksô pronouncement? Unfortunately, 

we do not need to look far to find reasons for continued skepticism.  

 

The existential philosopher Dreyfus, while mostly known in the field of AI for his 

scathing criticisms of GOFAI (e.g. Dreyfus 1972), has recently referred to the current 

work in embodied-embedded AI as a ófailureô. He points to the lack of ña model of our 

particular way of being embedded and embodied such that what we experience is 

significant for us in the particular way that it is. That is, we would have to include in our 

program a model of a body very much like oursò (Dreyfus 2007, p. 265). Similarly, Di 

Paolo (2003) has argued that embodied-embedded robots, while in many respects an 

improvement over traditional GOFAI, can never be truly autonomous. Moreover, the 

mere presence of a physical body and a closed sensorimotor loop in such robots does 

not fully solve the problem of grounding meaning (cf. Ziemke 1999; 2001). These 

problems are even further amplified because, while embodied-embedded AI has focused 

on establishing itself as a viable alternative to the traditional computational paradigm, 

relatively little effort has been made to connect its practical and experimental work with 
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theories outside the field of AI, such as with theoretical biology, in order to address 

issues of autonomy and embodiment (Ziemke 2007).  

 

It appears that there is a growing awareness in the field of embodied-embedded AI that 

something crucial is still missing in the current implementations of cognitive systems, 

and that this shortcoming is likely related to their particular manner of embodiment (cf. 

Ziemke 2003). But what could this elusive factor be? What is so special about the body 

of living systems? In order to answer these questions we need to shift our focus back to 

recent developments in the cognitive sciences.  

 

2.2 Further: Toward enactive cognitive science  
 

The enactive paradigm originally emerged as a part of embodied-embedded cognitive 

science in the early 1990s with the publication of the influential book The Embodied 

Mind (Varela, et al. 1991). It has recently distinguished itself by more explicitly placing 

the phenomenon of life at the heart of cognitive science (e.g. Thompson 2007). In order 

to determine what is missing in current embodied-embedded AI, we will therefore 

consider how such work could contribute to the enactive account. In particular, we are 

interested in how it could inform theories of how bodily activity relates to the mind at 

three interrelated ódimensions of embodimentô: (i) bodily self-regulation, (ii ) sensory-

motor coupling, and (iii ) intersubjective interaction (cf. Thompson & Varela 2001). 

While the development of such fully óenactiveô AI is a significant challenge to existing 

AI methodologies, it has the potential of providing a fresh perspective on some of the 

issues currently faced by the embodied-embedded approach.  

 

(i) Bodily self-regulation. This dimension of embodiment is central to the enactive 

paradigm in cognitive science, because its theoretical framework builds on the notion of 

biological autonomy (Di Paolo, et al., in press). Since embodied-embedded AI has 

always been involved in extensive studies of óautonomous systemsô (e.g. Pfeifer & 

Scheier 1999), it might seem that such AI research is particularly destined to relate to 

the enactive paradigm in a mutually informative manner. Unfortunately, things are not 

as straightforward; the enactive account of biological autonomy has a very different 

view of what constitutes autonomy when compared to most embodied-embedded AI, 
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which is why it is sometimes referred to more specifically as constitutive autonomy (cf. 

Froese, et al. 2007). Its distinctive approach can be traced to the notion of autopoiesis, a 

systems concept which originated in the theoretical biology of the 1970s (e.g. Maturana 

& Varela 1980). We will return to this concept in Chapter 3.  

 

In brief, we can say that the enactive paradigm broadly defines an autonomous agent as 

a self-producing network of processes which constitutes its own identity; the 

paradigmatic example being a minimal living organism (cf. Di Paolo 2009). The 

existence of this self-constituted system is necessarily precarious, because it continually 

needs to sustain its own identity against the equalizing forces of its environment. 

Drawing from the bio-philosophy of Hans Jonas (1968), it is claimed that such an 

autonomous system, one whose being is its own doing, should be conceived of as an 

individual in its own right. Moreover, as a consequence this process of self-constitution 

brings forth, in the same stroke of identity generation, what is outside of this identity, 

namely its world (cf. Thompson 2007, p. 153). In other words, it is proposed that the 

continuous process of self-construction, which constitutes the autonomous system as a 

precarious individual, also furnishes it with a meaningful perspective on its physical 

environment. In sum, biological autonomy lies at the basis of sense-making (Weber & 

Varela 2002).  

 

It follows from these considerations that todayôs robotic AI systems are not autonomous 

in the enactive sense. They do not constitute their own identity, and the only óidentityô 

which they can be said to possess is projected onto them by the observing researcher (cf. 

Barandiaran, et al. 2009; Froese, et al. 2007). The popular methodology of evolutionary 

robotics, for example, presupposes that an óindividualô is already defined by the 

experimenter as the basis for selection by the evolutionary algorithm. And in the 

dynamical approach to AI it is up to the investigator to distinguish which subpart of the 

systemic whole actually constitutes the óagentô (Beer 1995a). The enactive notion of 

autonomous agency therefore poses a significant difficulty even for current embodied-

embedded AI methodologies (Froese & Ziemke 2009).  

 

Nevertheless, it is worth noting that AI researchers do not have to synthesize actual 

living beings in order for their work to provide some relevant insights into the 
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dimension of bodily self-regulation. This misunderstands the purpose of a good model 

(cf. Chapter 7, p. 114). Following the organismic approach first proposed by Di Paolo 

(2003; Di Paolo & Iizuka 2008), an initial step would be to investigate artificial systems 

with some kind of self-sustaining dynamic structures. In this manner embodied-

embedded AI can move beyond its current focus on closed sensory-motor feedback 

loops by implementing systems which have a reciprocal link between internal 

organization and external behavior (cf. Iizuka & Di Paolo 2008). Indeed, there are signs 

that a shift toward more concern with bodily self-regulation is starting to develop. This 

is demonstrated by an increasing interest in homeostasis as a regulatory mechanism for 

investigating, for example, sensory inversion (e.g. Di Paolo 2003), the emergence of 

sensory-motor coupling and development (e.g. Ikegami & Suzuki 2008; Wood & Di 

Paolo 2007), mechanisms of behavioral preference (e.g. Iizuka & Di Paolo 2007a), and 

active perception (e.g. Harvey 2004). Of course, looking at the emergence of behavior 

from the perspective of modeling chemical self-assembly should be considered as well 

(e.g. Egbert & Di Paolo 2009), especially since the notion of autonomy is currently best 

understood in the chemical domain (Froese, et al. 2007). 

 

(ii) Sensory-motor coupling. Since sensory-motor embodiment or situatedness is the 

research target of most current embodied-embedded AI, its results can have an impact 

on the sensory-motor theories of the enactive paradigm. However, since the vast 

majority of such work is not concerned with how the constraints of constitutive 

autonomy are related to the emergence of sensory-motor behavior, it is not contributing 

to the enactive account of how an autonomous agent is able to bring forth its own 

relational domain (Froese & Ziemke 2009). To become more relevant in this respect, 

the field of system modeling needs to adapt its methodologies so as to deal with the 

enactive proposal that an agentôs sense-making is grounded in the active regulation of 

ongoing sensory-motor coupling in relation to the viability of a precarious, dynamically 

self-sustaining identity. So far this is an area which has been practically unexplored, 

although some promising work has begun from the perspective of evolutionary robotics 

(e.g. Di Paolo 2003; Iizuka & Di Paolo 2008). Another route that shows potential, 

though radically different from the usual evolutionary robotics methodology, is to 

follow an incremental approach in simplified artificial chemistries, which has already 
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been used to model the emergence of autonomous systems that move and can follow 

gradients (e.g. Ikegami & Suzuki 2008; Egbert & Di Paolo 2009). 

 

(iii) Intersubjective interaction. The considerations regarding sensory-motor 

embodiment can be extended to the domain of intersubjective interaction, since this 

dimension of embodiment also involves distinctive forms of sensory-motor coupling 

(Thompson & Varela 2001). An enactive account of social understanding based on this 

continuity, further discussed in Chapter 3, has recently been outlined by Di Paolo, 

Rohde and De Jaegher (in press). They make the important suggestion that the 

traditional focus on the embodiment of individual interactors needs to be complemented 

by an investigation of the interaction process that takes place between them. This shift 

in focus enables them to extend the enactive notion of sense-making into the realm of 

social cognition in the form of participatory sense-making (De Jaegher 2006), a shift we 

will specify in more detail in Chapter 4 and support in subsequent chapters.  

 

The development of such an account is important for embodied-embedded AI, because 

most of its current research remains limited to ólower-levelô cognition. Exploring the 

domain of social interaction might provide it with the necessary means to tackle the 

problem of óscalabilityô (cf. Clark 1997, p. 101) by bridging the cognitive gap, in 

particular because such interaction can constitute new ways of sense-making that are not 

available to the individual alone (Froese & Di Paolo, in press; De Jaegher & Froese 

2009). The challenge is to implement AI systems that constitute the social domain by 

means of an interaction process that is essentially embodied and situated, as opposed to 

the traditional means of formalized transmissions of abstract information over pre-

specified communication channels. Di Paolo, Rohde and De Jaegher review some initial 

work in this direction which demonstrates that these models have the possibility to 

capture the rich dynamics of reciprocity that are left outside of traditional individualistic 

approaches. A more detailed review of this methodology is presented in Chapter 7. 

 

There is thus a possibility for modeling work to inform each of these central dimensions 

of embodiment. However, it is debatable if AI research should be considered as enactive 

rather than merely embodied-embedded if it does not address some form of bodily self-
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regulation, or leads to the constitution of autonomy in novel domains of interaction
5
. In 

this sense the authors of The Embodied Mind perhaps got slightly carried away when 

they referred to the emergence of Brooksôs behaviour-based robotics as a ñfully enactive 

approach to AIò (Varela, et al. 1991, p. 212). However, this is not to say that embodied-

embedded AI does not have an impact on the shift toward the enactive framework, it 

certainly does, but only to the extent that there is an overlap between the paradigms. Its 

current influence is therefore by no means as significant as it has been on the shift 

toward embodied-embedded cognitive science. For example, Thompsonôs recent book 

Mind in Life, which can be considered as a successor to The Embodied Mind, does not 

even include robotic AI as one of the cognitive science sub-disciplines from which it 

draws its insights (cf. Thompson 2007, p. 24). Of course, it goes without saying that all 

of these dimensions of embodiment are open to further refinement through artificial 

modeling, and that some initial work in this direction has already begun. Nevertheless, 

for AI to have a more significant impact on the ongoing shift toward enactive cognitive 

science, it must address some considerable methodological challenges (Froese & 

Ziemke 2009). The field needs to extend its current preoccupation with sensory-motor 

interaction in the behavioral domain to include a concern of the constitutive processes 

that give rise to that domain in living systems. Maybe Brooks (1997) was right when he 

suggested that in order for AI to be more life-like perhaps there has to be some 

fundamental change in our thinking. Fortunately, such a change might be provided by 

the development of enactive AI (Froese 2007).  

 

Indeed, at the moment it seems more likely that the influence will run more strongly 

from enactive cognitive science to AI instead. Its account of autonomous agency, for 

example, has the potential to provide embodied-embedded AI with exactly the kind of 

bodily organizational principle that has been identified as missing by Brooks (2001). In 

addition, the enactive notion of sense-making, as a biologically grounded account of 

how a system must be embodied in order for its encounters to be experienced as 

significant, can be used as a response to Dreyfusôs vague requirement of a detailed 

                                                 

5
 In a similar manner it could be argued that since recent work in enactive perception (e.g. Noë 2004) is 

more concerned with sensory-motor contingencies than with autonomous agency or lived subjectivity, 

such work might be more usefully classified as part of embodied-embedded cognitive science. For a more 

in-depth discussion of this issue, cf. Froese and Ziemke (2009), Thompson (2005) and Torrance (2005). 
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description of our body, which in terms of AI apparently has not even ña chance of 

being realized in the real worldò (Dreyfus 2007, p. 265). Furthermore, there is a good 

possibility that the fieldôs current restriction to ólower-levelô cognition could be 

overcome in a principled manner by extending its existing research focus on sensory-

motor embodiment to also include participatory sense-making. All of these concepts 

will be introduced in more detail in Chapters 3 and 4, and some new AI models of social 

interaction will be presented in Chapters 7 to 10. 

 

Nevertheless, we can already now ask to what extent such modeling work can impact on 

the current developments in cognitive science? The following section argues that, while 

clearly an important aspect, results in AI are not sufficient to displace the orthodox 

mainstream on its own. More than just having to make Heideggerian AI more 

Heideggerian, as Dreyfus (2007) proposes, Heideggerian cognitive science as a whole 

must become more Heideggerian by complementing its methodological focus on AI  

with considerations of phenomenology, a shift which coincides with a movement from 

embodied-embedded to enactive cognitive science.  

 

2.3 An empirical stalemate  
 

Over two decades ago Dreyfus and Dreyfus (1988) characterized GOFAI as a project in 

which the rationalist tradition had finally been put to an empirical test, and it had failed. 

Nevertheless, despite this supposed ófailureô no alternative has yet succeeded in fully 

displacing the orthodox mainstream in AI or cognitive science. While it could be argued 

that more progress in embodied-embedded or enactive AI will eventually remedy this 

situation, a more serious problem becomes apparent when we consider why this 

perceived ófailureô did not remove the orthodox framework from the mainstream. As 

Wheeler (2005, p. 185) points out, this did not happen for the simple reason that 

researchers are always at liberty to interpret practical problems as mere temporary 

difficulties which will eventually be eliminated through more scientific research and 

additional technological development. Accordingly, Wheeler goes on to conclude that a 

resolution of the standoff must await further empirical evidence.  
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However, while Wheelerôs appeal to more experimental data is applicable when there is 

a need to resolve theoretical issues within a particular paradigm, it is not clear whether it 

is also valid when deciding between different paradigms: you always already have to 

choose (whether explicitly or not) one paradigm over the others from which to interpret 

the data. Furthermore, the impact of this choice is significant:  

 

The conceptual framework that we bring to the study of cognition can have 

profound empirical consequences on the practice of cognitive science. It 

influences the phenomena we choose to study, the questions we ask about these 

phenomena, the experiments we perform, and the ways in which we interpret 

the results of these experiments. (Beer 2000, p. 91)  

 

Since data is only meaningful in a manner which crucially depends on the underlying 

premises of the investigator, the current empirical stalemate in AI appears to be partly 

due to a lack of empirical evidence, but also largely due to the fact that the impact of 

experimental results fundamentally depends on an interpretive aspect. 

 

Again, this is not to say that experimental evidence has no effect on moving forward a 

paradigm shift; of course, it is certainly helpful. Indeed, an important step will be to re-

interpret the existing empirical evidence that has already been accumulated (a strategy 

we will pursue in Chapters 6 and 13) However, the point is simply that such evidence is 

a necessary but not sufficient condition for a successful paradigm shift. In other words, 

in order for experimental data to be turned into scientific knowledge it first has to be 

interpreted according to (often implicitly) chosen constitutive assumptions. Moreover, 

our premises even ground the manner in which we distinguish between noise and data
6
.  

 

It follows from this that the major cause of the standoff in the philosophical domain also 

plays a significant role in the current empirical stalemate: both domains of enquiry 

require an interpretative action on the part of the observer. And, more importantly, 

                                                 

6
 Consider, for example, the fact that the fossil record shows long periods of stasis interspersed with 

layers of rapid phyletic change. Someone who believes that evolution proceeds gradually will treat this 

fact as irrelevant noise (e.g. due to accidental differences in preservation), while someone who claims that 

it proceeds as punctuated equilibria will view it as supporting evidence (Eldredge & Gould 1972). 
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while it is possible to influence this act of interpretation through research progress, its 

outcome cannot be fully determined by such external events since any kind of 

understanding always already presupposes interpretative activity. In addition, the impact 

of this potential influence is also limited because the significance of such advances 

might not become apparent if one does not already hold the kind of constitutive 

assumptions required to understand them appropriately.  

 

From the perspective of enactive cognitive science this constitutive role of interpretation 

for scientific activity is hardly surprising (Varela, et al. 1991, p. 10-12)
 7
. In fact, at one 

point the enactive approach was actually called ñthe hermeneutic approachò (Thompson 

2007, p. 24), and it can even ground these epistemological reflections in the biology of 

autonomy by claiming that a living system always constitutes its own perspective of 

value on the world (we will return to this idea in Chapter 3). Nevertheless, these 

considerations give a rather bleak outlook for the possibility of actively generating a 

successful paradigm shift in the cognitive sciences. At this point it might seem relatively 

futile to worry about such abstract problems and better to just get on with the work.  

 

Considering the overall state of affairs this is in many respects a sensible and pragmatic 

course of action, and one that is evidently also pursued in this thesis. Nevertheless, in 

order to better set the stage for the final chapters in this thesis, especially for Chapters 

11 and 12 on phenomenology, it will be useful to paint the bigger picture at least in a 

broad outline. For it is still the case that we at least implicitly choose a paradigm for our 

research. However, if rational argument combined with empirical data is still not 

sufficient to establish this choice, then what is it that determines which premises are 

assumed? And how can this elusive factor be influenced? The rest of this chapter 

                                                 

7
 The philosophy of science that is associated with the enactive paradigm is typically a combination of the 

operational epistemology of Maturana (1988) and the phenomenological ontology of Heidegger (1927) 

and the later Husserl (1936). See, for example, the excellent paper by Bitbol (2002). This view of the 

scientific method fits nicely with the content of the enactive approach, but whether it is the most 

compatible one is still open to debate. To be sure, it clearly differs from the view of science adopted by 

the sensory-motor óenactiveô approaches that prefer to retain a realist stance (Pascal & OôRegan 2008; 

Wheeler 2005). The difference, in essence, is that realism necessitates a role for mental representations.  
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provides a tentative answer to these questions by focusing on a crucial aspect of 

enactive cognitive science that has not been addressed so far.  

 

2.4 A phenomenological resolution  
 

The enactive account of autonomous agency as expressed in terms of systems biology is 

complemented by a concern with the first-person point of view, by which is meant the 

subjectively lived experience associated with cognitive and mental events (cf. Varela & 

Shear 1999). This culmination of the recent developments in the cognitive sciences is 

illustrated in Figure 2-1. 

 

 

 

Figure 2-1. This schematic summarizes the paradigm shift which is ongoing in cognitive science. There 

has been a systematic trend toward more inclusive frameworks which incorporate and ground the 

previous insights in a more extended context. With enactive cognitive science we have finally returned to 

the point from which all of our investigations must necessarily originate in the first place, namely the 

subjectivity of human existence: our lived experience as living beings. 

 

Since the enactive framework incorporates both biological agency (the living body) and 

phenomenological subjectivity (the lived body), it has the capacity to recast the 

traditional mind-body problem in terms of what has recently been called the óbody-body 
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problemô (Hanna & Thompson 2003). On this view the traditional óexplanatory gapô 

(Levine 1983) between our best explanation and ówhat it is like to beô that which is to 

be explained (Nagel 1974) is no longer absolute since the concepts of subjectively lived 

body and objective living body both require the notion of life. Though more work needs 

to be done to fully articulate the details, such as the development of an account that 

integrates these dual aspects into a coherent conception of the embodied subject, this 

reformulation of the óhard problemô of consciousness (Chalmers 1996) can be seen as 

one of the major contributions of the enactive paradigm (cf. Torrance 2005).  

 

Nevertheless, it is not yet clear how a concern with subjective experience could provide 

us with a way to move beyond the stalemate that we have identified in the previous 

sections. Surely the enactive approach is just more philosophical theory? However, to 

say this is to miss the point that it derives many of its crucial insights from a source that 

is quite distinct from standard theoretical or empirical enquiry, namely from careful 

phenomenological observations that have been gained through the principled 

investigation of the structure of our lived experience (see Ch. 2 in Thompson 2007 for 

an overview; for an introduction, cf. Gallagher & Zahavi 2008). But what about the 

insights from which Heidegger originally deduced his claims? If his analysis of the 

holistic structure of our Dasein or óbeing-in-the-worldô (Heidegger 1927) is one of the 

most influential accounts of the continental phenomenological tradition, then why did it 

not succeed in convincing mainstream cognitive scientists? The regrettable answer is 

that while his claims have sometimes been probed in the philosophical or empirical 

domain, there have not been many sustained and principled efforts in orthodox 

cognitive science to verify their validity in the phenomenological domain.  

 

If the enactive paradigm is to avoid a similar fate then it needs to focus less on the 

development of better, more enactive AI (an aim which will, to a large extent, already 

be pursued by embodied-embedded cognitive science), and more on the promotion of 

principled first-person phenomenological studies. Indeed, according to Di Paolo, Rohde 

and De Jaegher (in press) the central importance of experience is perhaps one of the 

most revolutionary implications of the enactive approach, especially since a 

phenomenologically informed science goes beyond black marks on paper and 

experimental procedures for measuring data, and dives straight into the realm of 
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personal experience. They point out, for example, that no amount of rational argument 

will convince a reader of Jonasôs claim that, as an embodied organism, he is concerned 

with his own existence if the reader cannot see this for himself. Thus, development of 

enactive cognitive science implicates an element of personal en-action.  

 

Accordingly, Varela and Shear (1999) outline the beginnings of a project where neither 

experience nor external mechanism have the final word, but rather stand to each other in 

a relationship of generative mutual constraints. They point out that the process of 

collecting phenomenological data requires disciplined training in the skilful exploration 

of oneôs lived experience. Such an endeavor to raise awareness might already be 

worthwhile in itself, but in the context of the stalemate in the cognitive sciences it 

comes with an added benefit. To be sure, it is still the case that phenomenological data 

first has to be interpreted from a particular point of view before it can be integrated into 

a conceptual framework. But, in a nutshell, generating such data also requires a change 

in our mode of experiencing. Moreover, this change in our experiential attitude is 

constituted by a change in our mode of being, and this in turn entails a change in our 

understanding (cf. Varela 1976). It is not primarily a matter of theoretical knowledge, or 

of deriving facts. Rather, it is this being, the structure of our everyday existence, which 

determines how we interpret our world. Of course, since we are autonomous agents this 

does not mean that actively practicing phenomenological inquiry necessarily commits 

us to an enactive approach. But perhaps by changing our awareness in this manner we 

will be able to understand more fully the reasons, other than in terms of theory and 

empirical data, which are at the root of why we prefer one paradigm over another.   

 

2.5 Summary  
 

The field of AI has had a significant impact on the ongoing shift from orthodox toward 

embodied-embedded cognitive science, especially because work in AI has made it 

possible for philosophical disputes to be addressed in an experimental manner. 

Conversely, enactive cognitive science can have a strong influence on AI because of its 

biologically and phenomenologically grounded account of autonomous agency, sense-

making, and social interaction. The development of such enactive AI, while challenging 
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to current methodologies, has the potential to address some of the problems currently 

impeding significant progress in embodied-embedded AI. 

 

However, if this alternative paradigm is to be successful in actually displacing the 

orthodox mainstream, then it is likely that theoretical arguments and empirical evidence 

alone are necessary but not sufficient. For this shift to happen it will additionally be 

necessary that a phenomenological pragmatics is established as part of the accepted 

methodological toolbox of contemporary cognitive science (cf. Depraz, et al. 2003). 

This shift of focus from AI to phenomenology coincides with a shift from embodied-

embedded to enactive cognitive science. Unfortunately, however, most of our current 

cognitive science institutions are not concerned with supporting first-person 

phenomenological inquiry in any principled manner. One promising opportunity for 

change is the increasing interest in sensory augmentation technology (cf. Froese & 

Spiers 2007). It will be one of the major challenges faced by those wanting to make the 

enactive approach accepted as part of mainstream science to devise appropriate ways of 

overcoming this impasse. In this context, early day AI practitioner Terry Winogradôs 

decision to turn toward teaching Heidegger in computer science courses at Stanford, 

after he became disillusioned with his pioneering work in symbolic language parsing 

(Winograd 1972), appears in a new light (Dreyfus 1991, p. 119)
8
. In return, this shift in 

understanding also had a profound impact on his work in AI, which prefigured some of 

the concerns in embodied-embedded cognitive science (cf. Winograd & Flores 1986). 

 

The rest of this thesis will unfold according to the pattern established in this chapter. In 

the first part the theoretical framework of the enactive paradigm is presented in more 

detail (Chapter 3), with a special focus on its approach to sociality (Chapter 4). Some 

empirical evidence on social interaction will then be re-interpreted from this theoretical 

perspective (Chapters 5 and 6). In the second part of the thesis this perspective is further 

supported by means of an integrative evolutionary robotics methodology, which is used 

to synthesize a series of agent-based models that investigate the dynamics of social 

                                                 

8
 Note that it was Winogradôs practical frustration with AI design that motivated his phenomenological 

and embodied-embedded turn. We will consider this kind of pedagogical value of engaging in AI-based 

research more fully in Chapter 7. 
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interaction (Chapters 7 to 10). The results of these models support the enactive approach 

to social cognition. Still, they say almost nothing about what it is like for someone to be 

involved social situations. Accordingly, in the final part of the thesis this modeling 

approach is complemented by a phenomenological analysis of how our experience is 

modulated by the presence of others (Chapters 11 and 12). The thesis finishes with a 

brief look at potential future work in related fields (Chapter 13), and a summary of what 

has been done (Chapter 14). 
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3 Enactive cognitive science 
 

The aim of this chapter is to unpack the biological foundations of enactive cognitive 

science in more detail. First, the focus on basic biological principles is motivated by a 

closer consideration of the life-mind continuity thesis, which forms the theoretical 

backbone of enactive cognitive science. On this basis the fundamental notions of 

autopoiesis, organizational closure, and constitutive autonomy are introduced, followed 

by a consideration of the notion of sense-making and its necessary dependence on 

adaptivity and constitutive autonomy. Finally, all of these notions are combined in order 

to indicate the broader framework of enactive cognitive science. 

 

3.1 The life-mind continuity thesis 
 

A radical element of the recent embodied turn in cognitive science has become known 

as the life-mind continuity thesis (LMCT). The LMCT has been proposed in a wide 

variety of formulations (e.g. Di Paolo 2003; Godfrey-Smith 1996; Wheeler 1997; 

Stewart, in press; 1996; Maturana & Varela 1987). Most of these essentially revolve 

around what has been called óstrongô or ódeepô continuity, i.e. that the phenomena of life 

and mind have a common set of basic organizational properties: 

 

In more concrete terms, the thesis of strong continuity would be true if, for 

example, the basic concepts needed to understand the organization of life turned 

out to be self-organization, collective dynamics, circular causal processes, 

autopoiesis, etc., and if those very same concepts and constructs turned out to be 

central to a proper scientific understanding of mind. (Clark 2001, p. 118) 

 

This version of the LMCT is especially attractive for embodied, dynamical approaches 

to cognitive science for obvious reasons: for if the thesis turns out to be correct, then the 

applicability of these approaches is not only limited to mere low-level, óimplementationô 

details of adaptive behavior. Instead, they would actually be providing the very 

foundations of a general theory of mind and cognition, one that would also include the 

highest reaches of human cognition (cf. Clark 2001, pp. 128-130).  
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The most comprehensive framework based on the LMCT is currently being developed 

by enactive cognitive science (e.g. Di Paolo, et al., in press; Thompson 2007; 2004; 

Barandiaran & Moreno 2006; 2008; Froese 2009). The enactive approach is just as 

interested in the single-cell organism, as the paradigmatic case of individual agency, as 

it is in human existence, as the paradigmatic case of enculturation. It is important to 

clarify from the start that this version of the LMCT does not involve a reductive form of 

continuity, whereby óhigher-levelô phenomena would be reduced to ólower-levelô ones. 

The notion of autonomy, which is applicable to novel phenomena in each of the major 

transitions of life, guards against such trivialization. In other words, the enactive 

paradigm proposes a view of life-mind continuity where that continuity is more like an 

open-ended set of autonomous domains of dynamics that are partially decoupled and 

constitutively interrelated by multiple interdependencies (cf. Di Paolo 2009). To use an 

example that will be discussed at length in this thesis, we can note that a process of 

social interaction is enabled and constrained by the behavior of autonomous individuals, 

but that the behavioral capacity of these interacting individuals is simultaneously 

enabled and constrained by the dynamics of the autonomous interaction process (e.g. 

Froese & Di Paolo 2008). The characterization of this kind of interdependency as a 

form of continuity is justified by the fact that the same conceptual framework is applied 

at all levels, in this case both for the description of behavioral and social dynamics. 

 

Moreover, as Thompson (2007, p. 129) points out, the enactive approach goes further 

than other life-mind continuity theories by following Hans Jonasô phenomenological 

claim that certain basic experiential categories that are needed to understand human 

experience turn out to be applicable to life itself: 

 

The great contradictions which man discovers in himself ï freedom and 

necessity, autonomy and mortality ï have their rudimentary traces in even the 

most primitive forms of life, each precariously balanced between being and not-

being, and each already endowed with an internal horizon of ótranscendenceô. 

(Jonas 1966, p. ix) 

 

In other words, the LMCT is not only based on an organizational (or behavioral) 

continuity, but also on a corresponding phenomenological continuity. In this manner our 
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understanding of the phenomenon of life can be seen to comprise biology and cognitive 

science, as well as the philosophy of the organism and philosophy of mind. To be sure, 

the development of such a radical LMCT is not without its problems:  

 

The danger, of course, is that by stressing unity and similarity we may lose sight 

of what is special and distinctive. Mind may indeed participate in many of the 

dynamic processes of life. But what about our old friends, the fundamentally 

reason-based transitions and the grasp of absent and the abstract characteristic of 

advanced cognition? (Clark 2001, pp. 118-119) 

 

We can unpack this concern into two related but distinct aspects, namely the problem of 

agency and scalability. Thus, on the one hand, there is the morally and scientifically 

motivated worry that the LMCT ñthreatens to eliminate the idea of purposive agency 

unless it is combined with some recognition of the special way goals and knowledge 

figure in the origination of some of our bodily motionsò (Clark 2001, p. 135). In 

response to this concern it is important to emphasize that the enactive approach is 

acutely aware of the problem of agency, and most of its efforts are directed toward 

gaining a better understanding of this phenomenon (cf. Di Paolo 2009; Moreno & 

Etxeberria 2005). Indeed, the very turn toward the LMCT is largely motivated by a 

perceived lack of any coherent notion of agency in current cognitive science, and the 

possibility that a closer examination of biological autonomy can fill this gap.  

 

However, there still remains another problem that is closely associated with the LMCT: 

ñWhat, in general, is the relation between the strategies used to solve basic problems of 

perception and action and those used to solve more abstract or higher level problems?ò 

(Clark 2001, p. 135). Is it a question of mere complexity, of just having more of the 

same kind of organizations and mechanisms? Then why is it seemingly impossible to 

properly address the hallmarks of human cognition with these basic principles? In a 

recent paper, De Jaegher and Froese (2009) have referred to this missing link as the 

ócognitive gapô of the LMCT. They propose that this gap is a symptom of the still 

prevalent methodological individualism of cognitive science (cf. Boden 2006b), i.e. an 

exclusive focus on individual agency, and that it can be addressed by taking the role of 

sociality into account.  
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To be sure, a related response has been developed by óextended mindô theorists such as 

Clark, who proposes ñto depict much of advanced cognition as rooted in the operation 

of the same basic kinds of capacity used for on-line, adaptive response, but tuned and 

applied to the special domain of external and/or artificial cognitive aidsò (2001, p. 141). 

However, these efforts have largely focused on the role of language (e.g. Clark 2008, 

pp. 44-60) and technology (e.g. Clark 2003), thereby relating specifically human 

cognition with specifically human abilities and their cultural context. Thus, while this 

consideration of ócognitive technologyô helps to spread the explanatory burden outside 

of the individual human agent, and thereby indeed makes basic embodied-embedded 

accounts more plausible, it still leaves the main cognitive gap of the LMCT largely 

unaddressed.   

 

It is certainly crucial to adopt an externalist view of cognition as a first step to make the 

LMCT plausible. But this entails nothing more than a commitment to the hypothesis of 

embodied-embedded cognitive science that cognition emerges out of the dynamics of a 

brain-body-world systemic whole (e.g. Beer 2000). What is additionally needed is a 

non-species-specific operational mechanism to account for the transformative potential 

of such cognitive extension. To be sure, the desirability of a more encompassing 

account is not denied by extended mind theorists. Clark (2005), for example, suggests 

the sound-amplifying burrow of the mole cricket as a loose analogy to the cognition-

transforming symbols found in human culture. But it is important to note that the 

chirping cricket in its burrow is passively interacting with a static physical structure. 

Moreover, this example completely ignores the fact that human symbols only exist 

within a social context. 

 

Accordingly, De Jaegher and Froese (in press) would agree with Clark that ñinteractive 

complexity characterizes almost all forms of advanced human cognitive endeavorò 

(Clark 2001, p. 154), but they argue that such interactive complexity is already 

prefigured in the interactive and social co-constitution of more basic cognitive domains. 

Even simple interactions between agents can give rise to an interaction process 

characterized by autonomous dynamics that self-sustain by modulating the behavior of 

the interactors. Here we have an example of cognitive extension that involves active 
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coordination, dynamic emerging structures, and an interactive social context that 

removes the need for static physical structures. In the enactive approach to social 

cognition this transformative potential of the interaction process is the basis of what has 

been called óparticipatory sense-makingô (De Jaegher 2006). In order to understand this 

notion properly we will have to introduce the basic conceptual framework of enactive 

cognitive science in more detail, beginning with its origins in the autopoietic tradition. 

 

3.2 Constitutive autonomy is necessary for intrinsic teleology  
 

The notion of autopoiesis (from Greek: self-producing) as the minimal organization of 

the living first originated in the work of the Chilean biologists Maturana and Varela in 

the 1970s (e.g. Maturana & Varela 1980; for a more accessible introduction, cf. 

Maturana & Varela 1987). While the concept was developed in the context of 

theoretical biology, it was right from its inception also associated with computer 

simulations (Varela, et al. 1974) long before the term óartificial lifeô was first introduced 

in the late 1980s by Langton (1989). Nowadays the concept of autopoiesis continues to 

have a significant impact on the field of artificial life in both the computational and 

chemical domain (see McMullin (2004) and Luisi (2003), respectively, for overviews of 

these two kinds of approaches). Moreover, there have been recent efforts of more tightly 

integrating the notion of autopoiesis into the overall framework of enactive cognitive 

science (e.g. Weber & Varela 2002; Thompson 2007; 2005; Di Paolo 2005; 2009; 

McGann 2007; Colombetti, in press). The reasons for this ongoing integration will be 

clarified in this chapter. 

 

What precisely is autopoiesis? During the time after the notion of autopoiesis was first 

coined in 1971
9
 its exact definition has slowly evolved in the works of both Maturana 

and Varela (cf. Thompson 2007, pp. 99-101; Bourgine & Stewart 2004). For the 

purposes of this article we will use a definition that has been used extensively by Varela 

in a series of publications throughout the 1990s (e.g. Varela 1991; 1992; 1997), but 

which has also been used as the definition of choice in more recent work (e.g. Weber & 

                                                 

9
 See Varela (1996a) and Maturana (2002) for more detailed accounts of the historical circumstances 

under which the notion of autopoiesis was first conceived and developed. 
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Varela 2002; Di Paolo 2003; 2005; Froese, et al. 2007). This more-or-less standard 

definition states:  

 

An autopoietic system ï the minimal living organization ï is one that 

continuously produces the components that specify it, while at the same time 

realizing it (the system) as a concrete unity in space and time, which makes the 

network of production of components possible. More precisely defined: an 

autopoietic system is organized (defined as a unity) as a network of processes of 

production (synthesis and destruction) of components such that these components: 

1. continuously regenerate and realize the network that produces them, and 

2. constitute the system as a distinguishable unity in the domain in which they 

exist.  

(Varela 1997, p. 75) 

 

In addition to these two explicit criteria for autopoiesis we can add another important 

point, namely that the self-constitution of an identity entails the constitution of a 

relational domain between the system and its environment. The shape of this domain is 

not pre-given but rather co-determined by the organization of the system, as it is 

produced by that system, and its environment. Accordingly, any system which fulfils 

the criteria for autopoiesis also generates its own domain of possible interactions in the 

same movement that gives rise to its emergent identity (Thompson 2007, p. 44).  

 

Considering that current embodied AI fails to fully capture what is needed for life-like, 

intentional agency (cf. Chapter 2), it is interesting to note that the autopoietic tradition 

has been explicitly referred to by Varela (1992) as a óbiology of intentionalityô. In other 

words, for enactive cognitive science the phenomenon of autopoiesis not only captures 

the basic mode of identity of the living, but is moreover at the root at how living beings 

enact their world of significance. Thus, the notion of autopoiesis in many ways 

continues a particular philosophy of the organism, such as Kantôs, von Uexk¿llôs, and 

Jonasô intuitions regarding the organization of the living (cf. Froese & Ziemke 2009, pp. 

476-479). However, as a more recent development, it has the added advantage that it 

formalizes these intuitions in a systemic, operational manner.  
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The term óoperationalô denotes that the autopoietic definition of life can be used to 

distinguish living from non-living entities on the basis of a concrete instance and 

without recourse to wider contextual (e.g. functional, historical) considerations. 

Autopoiesis can be considered as a response to the question of how we can determine 

whether or not a system is a living being on the basis of what kind of system it is rather 

than on how it behaves or where it came from. As such it can be contrasted with 

functional (e.g. Nagel 1977) or historical (e.g. Millikan 1989) approaches to teleology. 

 

Already Kant (1790) speculated that since a living system is characterized by a form of self-

organizing reciprocal causality, it follows that all relations of cause and effect in the system 

are also at the same time relations of means and purpose. More importantly, this reciprocal 

causality entails that such a natural purpose then, as an interrelated totality of means and 

goals, is strictly intrinsic to the organism (Weber & Varela 2002). Kantôs philosophy thus 

provides the beginning of a theory of the self-producing organization of life, which attempts 

to capture the observation that organisms generate their own goals. In other words, a living 

system, as an autopoietic system, is both cause and effect of itself, and therefore also of the 

feedback systems underlying its goal-directed behavior. This intrinsic generation of goals is 

generally lacking in current AI systems (cf. Haselager 2005). Embodied-embedded AI made 

an advance when it included its systems within a sensory-motor loop (e.g. Cliff 1991), but 

these systems are nevertheless lacking the kind of intrinsic teleology that is characteristic of 

biological systems. 

 

The paradigmatic instance of an autopoietic system is a minimal, living cell  (Varela, et 

al. 1974), which is often cited as an illustration of the circularity that is inherent in 

metabolic self-production. In the case of the cell this circularity is expressed in the co-

dependency between the (boundary) semi-permeable membrane and the (internal) 

metabolic network. The metabolic network constructs itself as well as the membrane, 

and thereby distinguishes itself as a unified system from the (external) environment. In 

turn, the membrane boundary makes the metabolism possible by preventing the network 

from fatally diffusing into the environment.  

 

While there are cases in the literature where multi-cellular organisms are also classed as 

autopoietic systems in their own right, this is an issue that is far from trivial and still 
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remains controversial (cf. Thompson 2007, pp. 105-107). For instance, would there be a 

difference whether the multi-cellular organism is distinguished on the level of chemical 

processes, cells, or organs? Whatever the case, we intuitively want to say that such 

organisms meet the requirements for autonomy. A multi-cellular organism might be 

different from an autopoietic minimal entity in its mode of identity, but it is also 

essentially similar at an abstract level of organization: its activity demarcates it as an 

entity from its environment (Varela 1991).  

 

In the late 1970s Varela became dissatisfied with the way that the concept of autopoiesis 

was starting to be applied loosely to other systems, with its use even extended to non-

material systems such as social institutions. He complained that such characterizations 

ñconfuse autopoiesis with autonomyò (Varela 1979, p. 55). Nevertheless, there was still 

a need to make the explanatory power offered by the systemic approach to autonomy 

available for use in other contexts than the molecular domain. Thus, while autopoiesis is 

a form of autonomy in the biochemical domain, ñto qualify as autonomy, however, a 

system does not have to be autopoietic in the strict sense (a self-producing bounded 

molecular system)ò (Thompson 2007, p. 44).  

 

Accordingly, Varela put forward the notion of organizational closure
10

 by taking ñthe 

lessons offered by the autonomy of living systems and convert them into an operational 

characterization of autonomy in general, living or otherwiseò (Varela 1979, p. 55):  

 

We shall say that autonomous systems are organizationally closed. That is, their 

organization is characterized by processes such that 

1. the processes are related as a network, so that they recursively depend on 

each other in the generation and realization of the processes themselves, and 

                                                 

10
 In recent literature the term organizational closure is often used more or less interchangeably with the 

notion of operational closure. However, the latter seems better suited to describe any system which has 

been distinguished in a certain epistemological manner by an external observer, namely so as not to view 

the system under study as characterized by inputs/outputs, but rather as a self-contained system which is 

parametrically coupled to its environment. On this view, an organizationally closed system is a special 

kind of system, namely one which is characterized by some form of self-production or identity-generation 

when it is appropriately distinguished by an external observer in an operationally closed manner.  
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2. they constitute the system as a unity recognizable in the space (domain) in 

which the processes exist.  

(Varela 1979, p. 55) 

 

This definition of autonomy applies to multi-cellular organisms (Maturana & Varela 

1987, pp. 88-89), but moreover to a whole host of other systems such as the immune 

system, the nervous system, and even to social systems (Varela 1991). Maturana and 

Varela (1987) introduced a couple of simple ideograms to denote systems which are 

characterized by organizational closure (Figure 3-1): 

 

 

 

Figure 3-1. Maturana and Varelaôs ideograms for autonomous systems, namely those systems which can 

be characterized by organizational closure. The ideogram on the left depicts a basic autonomous system: 

the closed arrow circle indicates the system with organizational closure, the rippled line its environment, 

and the bidirectional half-arrows the ongoing structural coupling between the two. The ideogram on the 

right extends this basic picture by introducing another organizational closure within the autonomous 

system, which could be the nervous system, for example. 

 

We will refer to the autonomy entailed by organizational closure as constitutive 

autonomy in order to demarcate it from the conceptôs more general usage (cf. Froese, et 

al. 2007). Since it does not specify the particular domain of the autonomous system, it is 

also to some extent more amenable to the sciences of the artificial, though some 

fundamental problems remain (cf. Froese & Di Paolo 2008b). For a more detailed 

description of how the notions of emergence through self-organization, constitutive 

autonomy, and autopoiesis relate to each other, see Froese and Ziemke (2009), 

especially Appendix C (p. 497).  

 

In summary, when we are referring to an autonomous system we denote a system 

composed of several processes that actively generate and sustain their systemic identity 
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under precarious conditions (cf. Di Paolo & Iizuka 2008). The precariousness of the 

identity is explicitly mentioned in order to emphasize that the systemôs identity is 

actively constituted by the system under conditions which tend toward its disintegration, 

and which is therefore constantly under threat of ceasing to exist. Accordingly, this 

working definition of constitutive autonomy captures the essential insights of both the 

situation of the organism as described in the philosophical biology tradition, as well as 

the operational definitions provided by the autopoietic tradition. Both of these traditions 

converge on the claim that it is this self-constitution of an identity, an identity that could 

at each moment become something different or disappear altogether, which grounds our 

understanding of intrinsic teleology (Weber & Varela 2002). Living systems are not just 

goal-directed because they are feedback systems; they are also the source of those goals 

because they are autonomous systems. These considerations allow us to state the first 

core claim of the enactive paradigm as a systemic requirement (SR-1): autonomy is 

necessary and sufficient for intrinsic teleology
11

.  

 

3.3 Adaptivity is necessary for sense-making 
 

In contrast to the agents of embodied AI whose identity and domain of interactions are 

externally defined, constitutively autonomous systems (SR-1) bring forth their own 

identity and domain of interactions, and thereby constitute their own óproblems to be 

solvedô according to their particular affordances for action (SR-2). Such autonomous 

systems and their worlds stand in relation to each other through mutual specification or 

co-determination (Varela 1992). In other words, there is a mutual dependence between 

the intentional agent (which must exist in some world) and its world (which can only be 

encountered by such an agent): in addition to self-production, there is thus another 

fundamental circularity at the core of intentionality (cf. McGann 2007).  

 

Furthermore, what an autonomous system does, due to its precarious mode of identity, 

is to treat the perturbations it encounters from a perspective of significance which is not 

                                                 

11
 Froese and Ziemke (2009) give a weaker version of SR-1, claiming that autonomy is merely necessary 

for intrinsic teleology. However, since any autonomous system always operates according to at least one 

internally defined goal, namely self-production, it is more accurate to claim sufficiency as well. 
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intrinsic to the encounters themselves. In other words, the meaning of an encounter is 

not determined by that encounter. Instead it is evaluated in relation to the ongoing 

maintenance of the self-constituted identity, and thereby acquires a meaning which is 

relative to the current situation of the agent and its needs. This process of meaning 

generation in relation to the perspective of the agent is what is meant by the notion of 

sense-making (Weber & Varela 2002). Translating this concept into von Uexk¿llôs 

(1934) terms we could say that sense-making is the ongoing process of active 

constitution of an Umwelt for the organism.  

 

It is important to note that the significance which is continuously brought forth by the 

endogenous activity of the autonomous agent is what makes the world, as it appears 

from the perspective of that agent, distinct from the physical environment of the 

autonomous system, as it is distinguished by an external observer (Varela 1997). Sense-

making is the enaction of a meaningful world for the autonomous agent. 

 

Note that the enactive account of autonomy and sense-making entails that meaning is 

not to be found in the elements belonging to the environment or in the internal dynamics 

of the agent alone. Instead, meaning is an aspect of the relational domain established 

between the two (Di Paolo, et al. in press). It depends on the specific mode of co-

determination that an autonomous system realizes with its specific environment, and 

accordingly different modes of structural coupling will give rise to different meanings 

(Colombetti, in press). However, it is also important to note that the claim that meaning 

is grounded in such relations does not entail that meaning can be reduced to those 

relational phenomena. There is an asymmetry underlying the relational domain of an 

autonomous system since the very existence of that domain is continuously enacted by 

the endogenous activity of that system. In contrast to most embodied AI, where the 

relational domain exists no matter what the system is or does, the relational domain of a 

living system is not pre-given but depends on precarious processes of self-production. It 

follows from this that any model that only captures the relational dynamics on their 

own, as is the case with most work on sensory-motor situatedness, will only be able to 

capture the functional aspects of the behavior. A functional model will not reproduce 

the intrinsic meaning such behavior would have for an autonomous system whose 

existence is constitutively linked with its relational domain.  
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In order for these considerations to be of more specific use for the development of better 

models of natural cognition, we need to unpack the notion of sense-making in more 

detail. Essentially, it requires that the perturbations which an autonomous agent 

encounters through its ongoing interactions must somehow acquire a valence that is 

related to the agentôs viability. Varela (1992) has argued that the source of this world-

making is always the breakdowns in autopoiesis. However, the concept of autopoiesis 

(or constitutive autonomy more generally) by itself allows no gradation ï either a 

system belongs to the class of such systems or it does not. The self-constitution of an 

identity can thus provide us only with the most basic kind of norm, namely that all 

events are good for that identity as long as they do not destroy it (and the latter events 

do not carry any significance because there will be no more identity to which they could 

even be related). On this basis alone there is no room for accounting for the different 

shades of meaning which are constitutive of an organismôs Umwelt. Furthermore, the 

operational definitions of autopoiesis and constitutive autonomy neither require that 

such a system can actively compensate for deleterious internal or external events, nor 

address the possibility that it can spontaneously improve its current situation. What is 

missing from these definitions? How can we extend the meaningful perspective that is 

engendered by constitutive autonomy into a wider context of relevance? 

 

Di Paolo (2005) has recently proposed a resolution of this problem. He starts from the 

observation that minimal autopoietic systems have a certain kind of tolerance or 

robustness: they can sustain a certain range of perturbations as well as a certain range of 

internal structural changes before they lose their autopoiesis, where these ranges are 

defined by the organization and current state of the system. We can then define these 

ranges of non-fatal events as an autonomous systemôs viability set, which is ñassumed to 

be of finite measure, bounded, and possibly time-varyingò (Di Paolo 2005, p. 438). 

However, in order for an autopoietic system to actively improve its current situation, it 

must (i) be capable of determining how the ongoing structural changes are shaping its 

trajectory within its viability set, and (ii) have the capacity to regulate the conditions of 

this trajectory appropriately. These two criteria are provided by the property of 

adaptivity, for which Di Paolo (2005) provides the following definition: 
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A systemôs capacity, in some circumstances, to regulate its states and its relation 

to the environment with the result that, if the states are sufficiently close to the 

boundary of viability, 

1. Tendencies are distinguished and acted upon depending on whether the 

states will approach or recede from the boundary and, as a consequence, 

2. Tendencies of the first kind are moved closer to or transformed into 

tendencies of the second and so future states are prevented from reaching the 

boundary with an outward velocity.  

(Di Paolo 2005, p. 438) 

 

Similar to the case of robustness, the notion of adaptivity
12

 implies tolerance of a range 

of internal and external perturbations. However, in this context it entails a special kind 

of context-sensitive tolerance which involves both actively monitoring perturbations 

and compensating for their tendencies, rather than mere homeostasis. In this context the 

notion of active monitoring and compensating not only refers to the asymmetry of self-

production, which entails that the system is the active source of activity, but also to an 

internal differentiation of operations that involves some partially decoupled, specialized 

adaptive mechanisms (cf. Barandiaran & Moreno 2008). The explicit requirement of 

active monitoring is crucial for two reasons: (i) it allows the system to distinguish 

between positive and negative tendencies, and (ii) it ensures that the system can 

measure the type and severity of a tendency according to a change in the internal, 

regulative resources that are required for compensation of negative tendencies.  

 

It is important to note that the capacity for (i) does not contradict the organizational 

closure of the autonomous system because of (ii). In other words, the system does not 

have any special epistemic access to an independent (non-relational) environment, and it 

therefore does not violate the relational nature of constitutive autonomy, but this is not a 

problem since it only needs to monitor internal effort. Furthermore, it is worth 

emphasizing that the capacity for (ii) already implies the need for suitable 

                                                 

12
 Note that this form of adaptivity, as a special kind of self-regulatory mechanism, must be clearly 

distinguished from the more general notion of óadaptednessô. This latter sense is usually used to indicate 

all viable behaviour that has evolutionary origins and contributes to reproductive success. 



48 | P a g e 

 

compensation. In the context of sense-making we can therefore say that both elements, 

i.e. self-monitoring and appropriate regulation, are necessary to be able to speak of 

different kinds of meaning from the perspective of the organism. Thus, ñif autopoiesis 

in the present analysis suffices for generating a natural purpose, adaptivity reflects the 

organismôs capability ï necessary for sense-making ï of evaluating the needs and 

expanding the means towards that purposeò (Di Paolo 2005, p. 445).  

 

While it is likely that some form of adaptivity as it is defined here was assumed to be 

implicit in the definition of autopoiesis as constitutive of sense-making by Weber and 

Varela. Nevertheless, it is useful to turn this implicit assumption into an explicit, 

operational specification. Di Paoloôs work thus allows us to state the second core claim 

of the enactive paradigm in the form of another systemic requirement (SR-2): adaptivity 

is necessary for sense-making. In the next section we will use a recent debate on the 

relationship between autopoiesis and cognition to illustrate SR-1 and SR-2. It will be 

argued that autonomy and adaptivity are necessary and sufficient for sense-making. 

 

3.4 Constitutive autonomy is necessary for sense-making 
 

We have argued that the systemic requirements of autonomy and adaptivity are 

necessary for intrinsic teleology and sense-making, respectively. Together they are also 

necessary and sufficient for sense-making and adaptive agency, where the latter is 

defined as an agent capable of adaptive behavior in a purposeful and meaningful 

context. However, we are not making the stronger claim that autonomy and adaptivity 

are also sufficient conditions for cognitive agency. In fact, we expect that more systemic 

requirements will be added to this list as the enactive approach begins to address a 

wider range of phenomena. Some promising lines of research in this regard are the 

development of an enactive approach to cognition (Barandiaran & Moreno 2006), to 

emotion theory (Colombetti, in press), to goals and goal-directedness (McGann 2007) 

and to social cognition (De Jaegher & Di Paolo 2007). All of these developments are 

consistent and continuous with the fundamental notions of autonomy and sense-making 

as they have been presented here, and we will return to some of these additional 

requirements in Chapter 4. We can now summarize the insights of the previous sections 

as shown in Table 3-1. 
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# Systemic requirement Entailment Normativity  

SR-1 autonomy intrinsic teleology uniform 

SR-2 adaptivity sense-making graded 

 

Table 3-1. Summary of the enactive approach to intentional agency, which includes at least two systemic 

requirements: (SR-1) autonomy is necessary and sufficient for intrinsic teleology, and (SR-2) adaptivity is 

necessary for sense-making. Since the viability constraints of adaptivity depend on the autonomous 

identity, we can say that both autonomy and adaptivity are necessary and sufficient for sense-making. 

 

When it comes to the practical challenge of how to go about realizing the two systemic 

requirements in the form of artificial systems it might be tempting to initially avoid 

tackling SR-1 and SR2 in combination. Would it not be better to implement them as 

independent modules first and then think about integrating them later? Evolutionary 

roboticists in particular will want to avoid SR-1, which we will call the óhard problemô 

of enactive AI (cf. Froese & Ziemke 2009), and first focus on the problem of SR-2 

alone. However, is it possible to design artificial systems with adaptivity as the basis for 

sense-making independently of constitutive autonomy? Conversely, those interested in 

modeling the chemical basis of autonomy might be inclined to approach things the other 

way around. Is autopoiesis perhaps not sufficient for sense-making after all? 

 

While an affirmative answer to these questions might sound desirable for AI research, 

unfortunately things are not that simple. This is best illustrated by an analysis of the 

relationship between autopoiesis and cognition as it has been presented by Bourgine and 

Stewart (2004) in a paper which bases its insights on a mathematical model of 

autopoiesis. Whereas traditionally it was held that óautopoiesis = life = cognitionô (e.g. 

Maturana & Varela 1980; Stewart 1996; 1992), Bourgine and Stewart propose:  

 

Analytically, the interactions between a system and its environment can be 

subdivided into two sorts [é]. Firstly, there are those interactions that have 

consequences for the internal state of the organism: we may call these type A 

interactions. Secondly, there are those interactions that have consequences for 

the state of the (proximal) environment, or that modify the relation of the 

system to its environment: we may call these type B interactions. This 
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terminology allows us to propose a definition of ñcognitionò: A system is 

cognitive if and only if type A interactions serve to trigger type B interactions 

in a specific way, so as to satisfy a viability constraint. (Bourgine & Stewart 

2004, p. 338) 

 

Of course, in most situations type A interactions can be termed ósensationsô, and type B 

interactions can be termed óactionsô
 13

. Bourgine and Stewart also note that their notion 

of óviability constraintô has been deliberately left vague so that their definition of 

cognition (similar to what we have been calling óadaptivityô) can by ómetaphorical 

extensionô also be usefully applied to non-living systems (cf. Bourgine & Stewart 2004, 

pp. 338-339). This is supposed to make room for the óautonomousô robots designed in 

the field of artificial life. 

 

As a hypothetical example they describe a robot that navigates on the surface of a table 

by satisfying the constraints of neither remaining immobile nor falling off the edge. 

Since this robot is cognitive by definition when it satisfies the imposed viability 

constraint, but certainly not autopoietic, Bourgine and Stewart claim that autopoiesis is 

not a necessary condition for cognition (in contrast to what has been argued here in 

Sections 3.2 and 3.3). Furthermore, they provide a mathematical model of a simple 

chemical system, which they maintain is autopoietic but for which it is nevertheless 

impossible to speak of óactionô and ósensationô in any meaningful manner. Accordingly, 

they also make the second claim that autopoiesis is not a sufficient condition for 

cognition, a claim which appears to be compatible with SR-2. 

 

However, while this last claim might sound at least vaguely analogous to Di Paoloôs 

argument that minimal autopoiesis is insufficient to account for sense-making, there are 

some important differences. It is worth noting that, as side effect of not further 

restricting what is to count as a óviability constraintô, Bourgine and Stewartôs definition 

of cognition is different from Di Paoloôs notion of sense-making for two important 

                                                 

13
 They further clarify their position by stating: ñIt is only analytically that we can separate sensory inputs 

and actions; since the sensory inputs guide the actions, but the actions have consequences for subsequent 

sensory inputs, the two together form a dynamic loop. Cognition, in the present perspective, amounts to 

the emergent characteristics of this dynamical system.ò (Bourgine & Stewart 2004, p. 339) 
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reasons: (i) the viability constraint can be externally defined (as illustrated by the 

example of the robot), and (ii) even if the viability constraint was intrinsic to the 

cognitive system, there is no explicit requirement for that system to actively measure 

and actively regulate its performance with regard to satisfying that constraint.  

 

To illustrate the consequences of (i) we can imagine defining an additional arbitrary 

constraint for the hypothetical navigating robot, namely that it must also always stay on 

only one side of the table. Accordingly, we would have to treat it as cognitive as long as 

it happens to stay on that side, but as non-cognitive as soon as it moves to the other side 

of the table. Clearly, whether the robot stays on one side or the other does not make any 

difference to the system itself but only to the experimenter who is imposing the viability 

criteria (whether these criteria are externalized into a component of the robot or not). 

Thus, the only overlap between Bourgine and Stewartôs definition of cognition and Di 

Paoloôs conception of sense-making is that both require the capacity for some form of 

sensory-motor interaction, a capacity which is not sufficient for grounding meaning by 

itself (Froese & Ziemke 2009).  

 

It will also be interesting from the perspective of AI to draw out the consequences of the 

second difference (ii). Bourgine and Stewartôs claim that a given interaction between a 

system and its environment ñwill not be cognitive unless the consequences for the 

internal state of the system are employed to trigger specific actions that promote the 

viability of the systemò (2004, p. 338). How do we know what constitutes an action as 

opposed to mere physical change? They define actions as ñthose interactions that have 

consequences for the state of the (proximal) environment, or that modify the relation of 

the system to its environmentò (2004, p. 338). However, this criterion is trivially met by 

all systems which are structurally coupled to their environment since any kind of 

interaction (whether originating from the system or the environment) changes the 

relation of the system to its environment at some level of description. Thus, while their 

definition enables the movement of the hypothetical navigating robot to be classed as an 

action, it also has the undesirable effect of making it impossible to distinguish whether 

it is the system or the environment that is the óagentô giving rise to this action. In order 

to remove this ambiguity we can adopt Di Paoloôs view on adaptivity: 
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[There is an] important distinction between structural coupling and the 

regulation of structural coupling. The former is an ongoing happening, the 

necessary outcome of non-lethal physical encounters between organism and 

medium. Only the latter, the parametrical action that regulates coupling, fully 

deserves the name of behaviour because such regulation is done by the 

organism [é] as opposed to simply being undergone by it. Unregulated 

coupling is better described as suffering an exchange while behaviour is the 

control and selection of what exchanges to suffer. (Di Paolo 2005, p. 442)  

 

As such, autonomy and the regulative capacity of adaptivity can account for the fact that 

ñcognition requires a natural centre of activity on the world as well as a natural 

perspective on itò (Di Paolo 2005, p. 443). We have already seen that it is the principle 

of autonomy which introduces this required asymmetry: an autonomous system brings 

forth the relational domain that forms the basis for adaptive regulation by constituting 

its own identity, which is the reference point for its domain of possible interactions. It is 

essentially the lack of this relational asymmetry in Bourgine and Stewartôs conception 

of cognition, which has made their proposal problematic.  

 

From this discussion we can conclude that autonomy and adaptivity are both necessary 

and sufficient for sense-making. Accordingly, while it might be desirable from a 

practical engineering and scientific approach to treat autonomy and adaptivity as 

separate requirements for sense-making, this abstraction might be the root problem for 

the continuing difficulties faced by embodied AI. Better models of natural cognition 

will require us to combine the two core systemic requirements of the enactive paradigm, 

SR-1 and SR-2, into one internally integrated system. Note, however, that the systemic 

requirements are not quite as constraining as they might at first appear: an operational 

definition says nothing about how the required organization is structurally realized.  

 

The line of reasoning that we have developed in this section is further supported by 

recent work on chemical autopoiesis by Bitbol and Luisi (2004). While they broadly 

agree with Bourgine and Stewartôs definition of cognition, provided that extended 

homeostasis is considered to be a special variety of sensory-motor behavior, they 

nevertheless reject its proposed radical dissociation from autopoiesis. Thus, while 
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Maturana and Varelaôs original provocative assertion was that autopoiesis is strictly 

equivalent to cognition, Bitbol and Luisi weaken this claim slightly by holding that 

minimal cognition requires both (i) the self-constitution of an identity (autonomy), and 

(ii) dynamical interaction with the environment. Since they maintain that minimal 

autopoiesis is sufficient for (i) but does not necessarily entail (ii), their position, like Di 

Paoloôs, falls between the extreme positions of radical identity (e.g. Maturana & Varela 

1980; Stewart 1992; 1996) and radical dissociation (e.g. Bourgine & Stewart 2004).  

 

The upshot of these last two sections is that the enactive paradigm might have the 

conceptual tools to effectively diagnose the problems which have prevented embodied 

AI from designing more life-like artificial systems. In a nutshell, it turns out that 

sensory-motor interaction alone is not sufficient to ground intrinsic meaning or goal 

ownership, and it does not entail sense-making or cognition. The embodied AI approach 

has attempted to capture what biological agents do, e.g. their sensory-motor behavior, 

but while leaving out what these agents are, e.g. autonomous and adaptive
14

. Ironically, 

the supposedly óHeideggerian AIô has ignored the question of being. 

 

3.5 Summary 
 

This has been a long chapter dealing mainly with issues that belong to theoretical 

biology. How do these systemic foundations relate to the life-mind continuity? In order 

to answer this question we will briefly relate the main argument, i.e. that relational 

phenomena such as cognition, behavior, and sense-making cannot be decoupled from 

the operations of an autonomous and adaptive system without rendering them 

intrinsically meaningless, to the rest of enactive cognitive science. Effectively, this 

summary will be a first pass through the enactive version of life-mind continuity.  

 

As the starting point it is important to realize that an autonomous system, by generating 

its own identity in separation of what it is not, simultaneously generates the particular 

                                                 

14
 For a more extensive discussion of why natural agency and cognition entail autonomy and adaptivity in 

terms of more detailed biological considerations, see Barandiaran and Moreno (2006; 2008) and Moreno 

and Etxeberria (2005). For the most up-to-date enactive account of agency that will likely be influential 

for future work, see Barandiaran, Di Paolo and Rohde (2009). 
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conditions by which it can relate to its environment. Indeed, it is this fundamental 

asymmetry of the organism-environment relationship which partly constitutes the 

organismôs perspective on that environment: 

 

Now, in this dialogic coupling between the living unity and the physicochemical 

environment, there is a key difference on the side of the living since it has the 

active role in this reciprocal coupling. In defining what it is as unity, in the very 

same movement it defines what remains exterior to it, that is to say, its 

surrounding environment. [é] the autopoietic unity creates a perspective from 

which the exterior is one, which cannot be confused with the physical 

surroundings as they appear to us as observers, the land of physical and chemical 

laws simpliciter, devoid of such perspectivism. (Varela 1997, p. 78) 

 

Of course, this is not to say that we cannot provide a description of the organism and its 

environment in physicochemical terms
15

. The point is merely that this type of 

description does not exhaust the domain of phenomena with which biology should be 

concerned: ñOne could envisage the circularity metabolism-membrane entirely from the 

outside (this is what most biochemists do). But this is not to deny that there is, at the 

same time, the instauration of a point of view provided by the self-constructionò (Weber 

& Varela 2002, p. 116). More precisely, this generation of a point of view for the 

organism consists in two essential aspects, namely the constitution of (i) an identity, and 

(ii) a relationship to what is óotherô, whereby (i) acts as a reference point for (ii) : 

 

In other words by putting at the center the autonomy of even the minimal 

cellular organism we inescapably find an intrinsic teleology in two 

complementary modes. First, a basic purpose in the maintenance of its own 

identity, an affirmation of life. Second, directly emerging from the aspect of 

concern to affirm life, a sense-creation purpose whence meaning comes to its 

                                                 

15
 Nor should Varela be misunderstood as implying that the physical surroundings that are described by 

scientists are devoid of perspectivism in that they reflect an absolute reality (cf. Varela, et al. 1991, pp. 9-

12). We can better understand his point by realizing that the scientific description of the surroundings is 

generated precisely by stripping the world of its significance (cf. Dreyfus 1991, pp. 112-121), a capacity 

that depends on a highly developed sensitivity to intersubjectivity (cf. Chapter 12).  
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surrounding, introducing a difference between environment (the physical 

impacts it receives), and world (how that environment is evaluated from the 

point of view established by maintaining an identity). (Weber & Varela 2002, p. 

117) 

 

Let us briefly consider these two aspects in turn. First, there is the notion of intrinsic 

teleology in terms of the organismôs relation to its own identity, i.e. its capacity to 

constitute its own purposeful and goal-directed existence. Weber and Varela begin to 

derive this notion by combining Kantôs conception of a natural purpose, namely the 

idea that a self-organizing system that is both cause and effect of itself is also its own 

means and purpose (cf. Kant 1790, §64-65), with our modern understanding of 

autopoiesis. Then, by appealing to the philosophical biology of Jonas, they move 

beyond Kantôs conception of teleology as a useful regulative idea for the observer, and 

posit teleology as intrinsic to the phenomenon of life itself. Indeed, Jonas argues that the 

precarious situation of the living furnishes the organism with more than just an 

inherently purposeful existence: ñThe organism has to keep going, because to be going 

is its very existence ï which is revocable ï and, threatened with extinction, it is 

concerned in existingò (Jonas 1966, p. 126, emphasis added). He thus argues that it is 

the generation of a precarious identity through self-production that simultaneously 

enables the generation of existential values. Poetically expressed: 

 

The basic clue is that life says yes to itself. By clinging to itself it declares that it 

values itself. [é] Are we then, perhaps, allowed to say that mortality is the 

narrow gate through which alone value ï the addressee of a yes ï could enter the 

otherwise indifferent universe? (Jonas 1992, p. 36) 

 

This brings us to the second aspect of the organismôs perspective, namely its capacity 

for sense-creation or sense-making. This notion highlights that the generation of values 

always happens in the context of a particular organism-environment relationship. The 

internal and external encounters that perturb the process of identity generation take on a 

value in relation to this perturbation: ñThe perspective of a challenged and self-

affirming organism lays a new grid over the world: a ubiquitous scale of value. To have 

a world for an organism thus first and foremost means to have value which it brings 
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forth by the very process of its identityò (Weber & Varela 2002, p. 118). In other words, 

an organismôs world is first and foremost a meaningful context that is related to its 

particular manner of realizing its identity. To quote a famous example from Varela: 

ñThere is no food significance in sucrose except when a bacteria swims upgradient and 

its metabolism uses the molecule in a way that allows its identity to continueò (1997, p. 

79). This nicely illustrates how meaningful behavior entails an autonomous identity. 

 

One of the most important consequences of the argument that we have developed in this 

chapter is that it strongly underlines the deep continuity between life and mind, and it is 

this continuity which forms the very core of the theoretical foundation of enactive 

cognitive science. In order to better illustrate this link between the systemic approach to 

biology, as it has been presented in this section of the paper, and the enactive approach 

as a cognitive science research program, we have adapted Thompsonôs (2004) five steps 

from life to mind for the present context. As a first rough pass we can say that: 

 

1. Life = constitutive autonomy + adaptivity
16

 

2. Constitutive autonomy entails emergence of an identity 

3. Emergence of an adaptive identity entails emergence of a world 

4. Emergence of adaptive identity and world = sense-making 

5. Sense-making = cognition 

 

This chapter has provided only the basic theoretical elements for an understanding of 

these five steps. We would only like to emphasize that, as Thompson points out, these 

steps amount to an explicit hypothesis about the natural roots of intentionality. In other 

words, they form the basis of the claim that the óaboutnessô of our cognition is not due 

to some presumed representational content that is matched to an independent external 

reality (by some designer or evolution), but is rather related to the significance that is 

continually enacted by the precarious activity of the organism during its ongoing 

encounters with the environment. Here we thus have the beginnings of how the enactive 

                                                 

16
 Step 1 is a more refined version of the traditional claim that óautopoiesis = lifeô, though it is likely that 

the additional requirement of adaptivity was already implied by a looser conception of autopoiesis (cf. 

Section 3.3 of this chapter). Also, as will become clear in Section 4.2 of Chapter 4, it is more accurate to 

say that cognition entails sense-making, but that sense-making alone is not sufficient for cognition.  
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approach might go about incorporating its two main foundations, namely 

phenomenological philosophy and systems biology, into one coherent theoretical 

framework (cf. Thompson 2007). 

 

Let us close this chapter by highlighting some issues for future research in this area. The 

concept of adaptivity has enabled us to become much clearer about what we mean by 

the notion of sense-making and its necessary conditions of realization. Our own 

perspective, and that of most other organisms, too, is evidently characterized by a whole 

range of different shades of meaning, and this phenomenal differentiation had to be 

matched in operational terms by a notion capable of giving rise to such graded 

distinctions. However, while this conceptual advance is an important accomplishment in 

itself, it is nonetheless just the beginning of the task of developing a more precise notion 

of sense-making. Indeed, the termôs general applicability to all living beings, except 

perhaps for a few degenerate bacteria that have lost their adaptive mechanisms (cf. 

Barandiaran & Moreno 2008, pp. 333-334), cries out for further specification. It follows 

that more work needs to be done in order to account for different kinds of sense-making 

activities and their qualitative variations. How might we account for this variation?  

 

One possibility is to further develop the emotive aspects of sense-making, for example 

in terms of a bodily cognitive-emotional form of understanding (e.g. Colombetti, in 

press). Such work is particularly important with respect to providing an enactive 

account of a special type of autonomous agent, namely animals, which are specifically 

characterized by motility, perception, and emotion (cf. Jonas 1966, pp. 99-107). 

Another approach is to further clarify the way in which sense-making is related to action 

(e.g. Thompson 2005). This can happen in terms of basic adaptivity (Di Paolo 2005), as 

well as for the kind of goals and goal-directedness that are specifically characteristic of 

human agency (e.g. McGann 2007), in particular with respect to the role of play (e.g. Di 

Paolo, et al., in press). All of these are promising avenues of further research. The 

approach pursued in the next chapter, however, is to clarify how sense-making is 

transformed by interaction in a social context, especially because this will enable us to 

develop a principled response to the problem of the LMCTôs ócognitive gapô. 
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4 The enactive approach to social cognition 
 

In this chapter we refine the concepts introduced in the previous chapter in order to 

develop the enactive approach to social cognition from the most basic forms of inter-

individual interaction to cultural interaction. First, the notion of adaptive agency is 

introduced as the most basic form of agency that can become part of a multi-agent 

system, in which inter-individual interactions can themselves take on an autonomous 

organization. This is followed by a consideration of the conditions for cognitive agency 

and properly social interaction. On this basis a possible definition of cultural interaction 

is suggested. Finally, the main arguments are summarized in relation to the life-mind 

continuity thesis. 

 

4.1 The autonomy of the interaction process 
 

In Chapter 3 we defined an autonomous system to be a system composed of several 

processes that actively generate and sustain their systemic identity under precarious 

conditions. More precisely, an autonomous system is a network of processes in which 

each constituent process has as part of its enabling conditions one or more other 

processes in this network, and is itself also an enabling condition for one or more other 

processes. It is this organizational closure which underlies the self-constitution of an 

identity by that very system. The existence of this identity is qualified as being 

precarious in order to emphasize that the constituent processes would disintegrate in the 

absence of this autonomous organization. This notion of autonomy is fundamental to the 

enactive approach because it provides a way to naturalize the concept of an identity with 

intrinsic teleology. In other words, only to a system which is characterized by autonomy 

is it possible to attribute goal-states that belong to that system itself, rather than being 

imposed on the system from the outside by some external designer, structure or process. 

Intrinsic teleology should not be misunderstood in an anthropomorphic fashion; it is 

merely a way of specifying a certain quality of systemic behavior. 
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Figure 4-1. The relationship between constitutive autonomy and adaptive agency: the autonomous system 

self-constitutes an identity which is conserved during structural coupling with its environment (black 

arrows); adaptive agency requires additional regulation by the system which is aimed at adjusting this 

coupling relationship appropriately (dotted arrows). 

 

It is important to emphasize again that the property of autonomy is a necessary but not a 

sufficient condition for adaptive agency (see Figure 4-1). Autonomy as such only 

ensures the passive conservation (homeostasis) of the self-constituted identity during 

structural coupling with the environment. In the previous chapter we argued that 

adaptivity, i.e. the capacity of an autonomous system to actively regulate its states in 

relation to self-constituted viability constraints, is also necessary for agency. We will 

now re-state this claim with more precision.  

 

As Barandiaran and Moreno point out, adaptation can happen either by means of the 

internal reorganization of constructive processes, or by regulation of an extended 

interactive cycle; in both cases there is some degree of decoupling from the basic 

constitutive processes: ñwe are now talking about two dynamic ólevelsô in the system: 

the constitutive level, which ensures ongoing self-construction, and the (now decoupled) 

interactive subsystem, which regulates boundary conditions of the formerò (Barandiaran 

& Moreno 2008, p. 332). It is only when the mechanisms of regulation operate by 

modulating structural coupling, such that adaptation is achieved through recursive 

interactions with the environment (interactive adaptivity), that we speak of adaptive 

agency. In contrast to internal compensation, this adaptive regulation of system-

environment relations opens up a novel relational domain that can be traversed by 

means of behavior (i.e. regulated sensory-motor interactions). 
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Of course, constitutive autonomy and interactive adaptivity are only the minimal 

conditions of agency (what we could call agency ómark Iô), exemplified, for example, 

by bacteria capable of performing chemotaxis. Many forms of life are likely to be more 

of a ñveritable topology of processes of identity generation (intersecting, embedded, 

hiearchical, shared, etc.)ò (Di Paolo 2009, p. 18). Still, the phenomenon of adaptive 

agency is sufficient to allow us to consider a simple extension to the basic scenario 

shown in Figure 4-1, namely by introducing two adaptive agents into a shared 

environment. This change results in the situation depicted in Figure 4-2. 

 

 

 

Figure 4-2. The relationship between two adaptive agents sharing the same environment: the manner in 

which one agentôs movements affect the environment can result in changes to sensory stimulation for the 

other agent, and vice versa, creating the basis for a multi-agent recursive interaction.  

 

The sensory stimulation of a solitary agent is largely determined by its own structure 

and movements, thus giving rise to a closed sensory-motor feedback loop. This closed 

loop makes it possible for the agent to engage in sensory-motor coordination so as to 

structure its own perceptual space (cf. Pfeifer & Scheier 1999, p. 377-434). However, in 

the case where two adaptive agents share a particular environment together, one agentôs 

movements can affect that environment in such a way that it results in changes of 

sensory stimulation for the other agent, and vice versa. Moreover, when these changes 

in stimulation for one agent in turn lead to changes in its movement that change the 

stimulation for the other agent, and so forth in a way that recursively sustains this 

mutual interaction, the result is a special kind of interaction process. This process can be 

characterized as an autonomous structure in the relational domain that is constituted by 

coordinated behaviors. Accordingly, we can simplify Figure 4-2 slightly by focusing on 

the autonomy of this interaction process, as shown in Figure 4-3. 
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Figure 4-3. The autonomy of the interaction process: it is possible that when two adaptive agents share an 

environment and they engage in sensory-motor interaction, that their activities become entwined in such a 

manner that their mutual interaction results in an autonomous interaction process. 

 

Famous examples of the emergence of autonomous structures from the interactions 

between adaptive agents are the slime molds (mycetozoans). Spores of Physarum begin 

life as unicellular amoebae, and multiply while feeding on bacteria. If they encounter 

the correct mating type, they can form zygotes which grow into large plasmodia, a 

unified life form containing many nuclei that are not separated by cell membranes. A 

plasmodium is even capable of migrating toward more favorable conditions by shifting 

concentrations of protoplasm. Note, however, that in this particular case the emergence 

of an autonomous structure in the relational domain actually coincides with the 

dissolution of autonomy of the constitutive cells. It is therefore better described as a 

transformation between two types of adaptive agent, where the multi-agent interaction 

between amoebae is limited to a transitional phase. In the case of the slime mold 

Dycostelium, however, amoeboid individuals are capable of forming a fructiferous body 

without cellular fusion, and with a clear diversity of cellular types. To be sure, all multi-

cellular organisms are clear examples that mutual interactions between adaptive agents 

(as defined above) can lead to the emergence of structures that are autonomous in their 

own right (cf. Maturana & Varela 1987, pp. 74-89).  

 

Note that the self-organized emergence of multi-cellularity highlights the importance of 

considering a developmental systems perspective (e.g. Oyama 2009) for overcoming the 

ócognitive gapô of the life-mind continuity thesis. Thus, at first sight the task of 

establishing this continuity on the basis of insights gained from minimal, single-cell 

forms of life appears to equate the ógapô with the whole history of life on earth. Surely it 

would be better to start with something of medium complexity, as often practiced by 
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embodied AI? But notice that whereas Brooksô insect-like robots still face an immense 

phylogenetic gap (and hence the provocative title of Kirshós (1991) paper óToday the 

earwig tomorrow man?ô), the single-cell models often favored by the enactive paradigm 

can be viewed as confronting us with an ontogenetic gap instead. With this shift in 

perspective the cognitive gap has been narrowed from the whole extent of evolutionary 

history, to the developmental lifespan of a single human individual.  

 

While the integration of the developmental systems approach and the enactive paradigm 

is beyond the scope of this thesis, we will nevertheless focus our efforts on addressing 

the cognitive gap of the continuity thesis in terms of lifetime changes in behavior. More 

precisely, the task will be to investigate how óhigher-levelô autonomous identities can 

appear due to the coordinated interaction between two or more adaptive agents, and can 

be realized as more or less stable structures. In the most general terms we can define 

such a type of interaction as follows: 

 

Multi -agent interaction is the regulated coupling between at least two adaptive 

agents, where the regulation is aimed at aspects of the coupling itself so that it 

constitutes an emergent autonomous organization in the domain of relational 

dynamics, without destroying in the process the autonomy of the agents 

involved (though the latterôs scope can be augmented or reduced).  

 

This definition is based on a related one proposed by De Jaegher and Di Paolo
17

, but it 

puts more specific requirements on the necessary form of agency (adaptive), and refers 

to this type of interaction as ómulti-agentô rather than ósocialô. The motivation for this 

distinction is that it gives us a more fine-grained conceptual handle on the variety of 

phenomena that involve more than one agent, including a more specific definition of the 

social which we will develop later in this chapter. Note that the definition of multi-agent 

                                                 

17
 De Jaegher and Di Paoloôs definition reads: ñSocial interaction is the regulated coupling between at 

least two autonomous agents, where the regulation is aimed at aspects of the coupling itself so that it 

constitutes an emergent autonomous organization in the domain of relational dynamics, without 

destroying in the process the autonomy of the agents involved (though the latterôs scope can be 

augmented or reduced)ò (2007, p. 493). We will consider this definition more fully in Section 4.2. 
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interaction is sufficiently abstract so as not to be limited to interactions between single-

cell organisms. It is equally applicable to social interaction between humans as well.  

 

It is helpful to illustrate this idea briefly by means of a simple concrete case study which 

will be described in more detail later (cf. Chapter 6, p. 90). A recent psychological 

experiment by Auvray, Lenay, and Stewart (2009) has investigated the dynamics of 

human interaction under minimal conditions. Two participants were asked to locate 

each other in a simple 1-D virtual environment using only left-right movement and an 

all-or-nothing tactile feedback mechanism, which indicated whether their virtual 

óavatarô was overlapping any objects within the virtual space. They could encounter 

three types of objects: (i) a static object, (ii) the avatar of the other participant, and (iii) a 

óshadowô copy of the other participantôs avatar that exactly mirrored the otherôs 

movement at a displaced location. Since all objects were of the same size and only 

generated an all-or-nothing tactile response, the only way to differentiate between them 

was through the interaction dynamics that they afforded. And, indeed, participants did 

manage to locate each other successfully because ongoing perceptual crossing afforded 

the most stable situation under these circumstances. Thus, even though the participants 

ófailedô to achieve the task individually, i.e. there was no significant difference between 

their clicking response to the otherôs avatar and the otherôs shadow (cf. Auvray, et al. 

2009, p. 39), they managed to solve the task because of the self-sustaining dynamics of 

the interaction process.  

 

Di Paolo and De Jaegher (2007; 2008) suggest another paradigmatic example, namely 

any situation in which the individual interactors are attempting to stop interacting, but 

where the interaction process self-sustains even in spite of this intention. That can easily 

occur, for instance, when two people attempt to walk past each other in a corridor, but 

happen to move in mirroring directions at the same time. They thereby co-create a 

symmetrical coordinated relation, which is likely to result in them moving in mirroring 

directions again, thus leading to further interaction. In this case the individual intention 

of terminating the interaction process is actually prevented from being realized due to 

the emerging coordination patterns at the inter-individual level. In other words, in these 

kinds of cases the overall organization of the interaction subsumes the individual actions 

of the interactors in such a way that the identity of the interactive situation is retained, at 
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least temporarily, despite their efforts to the contrary. Accordingly, De Jaegher and Di 

Paolo suggest that the reciprocal relationship between the two autonomous domains, 

namely the individual and the interactional, may more easily be studied in situations 

where they are in conflict. 

 

In sum, with this definition of multi-agent interaction we have taken a first step toward 

an enactive approach to social cognition. The co-constitution of an interactive cycle by 

two adaptive agents is a necessary (but not sufficient) condition. It is worth emphasizing 

that the insufficiency of multi-agent interactions with regard to sociality does not make 

it meaningless to investigate them in their own right. On the contrary, it is clear that the 

effects of such an interaction process are irreducible to individual capacities, and that 

they can nevertheless significantly shape an individualôs behavioral domain. Indeed, this 

intermediate level between the individual and the social therefore works in favor of the 

life-mind continuity thesis because it shows the transformative potential of basic multi-

agent interactions even without the presence of sociality (i.e. without the need for the 

presence of others as such). A multi-agent system therefore provides the foundation for 

the emergence of more involved interactions. 

 

4.2 Social interaction 
 

The notion of ómulti-agent interactionô has provided us with a general way of 

characterizing interactions between adaptive agents that result in autonomous structures, 

and which can radically alter the behavioral domains of the interacting individuals. 

However, as it stands the notion is too broad to capture what is specific about social 

interactions. As a first step, we can note that there is a mismatch of values: failure to 

regulate a social interaction does not necessarily imply a direct failure of material self-

maintenance. However, for an adaptive agent this independence of social purpose is 

impossible because its capacity for regulating interactions is, while partially decoupled 

from constructive processes, still too closely tied to its metabolic existence. The norms 

that are constitutive of its regulatory activity, while being potentially constrained by the 

dynamics of multi-agent interaction, cannot be specifically social norms because their 

success is largely determined by basic energetic and material needs. What is needed for 
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sociality is the creation of a new domain that can have its own internal coherency. The 

foundation for this social domain is provided by the cognitive domain. 

 

What is cognition? This question could be the topic of another whole thesis, so we will 

restrict ourselves here to mentioning some essential aspects. In order to define what is 

special about the cognitive, we can fortunately draw on the work of Barandiaran and 

Moreno (2006; 2008) who have recently argued that cognition is given by the adaptive 

preservation of a dynamical network of autonomous sensory-motor structures sustained 

by continuous interactions with the environment and the body: 

 

The hierarchical decoupling achieved through the electrochemical functioning of 

neural interactions and their capacity to establish a highly connected and non-

linear network of interactions provides a dynamic domain with open-ended 

potentialities, not limited by the possibility of interference with basic metabolic 

processes (unlike diffusion processes in unicellular systems and plants). It is 

precisely the open-ended capacity of this high-dimensional domain that opens 

the door to spatial and temporal self-organization in neural dynamics and 

generates an extremely rich dynamic domain mediating the interactive cycle, 

overcoming some limitations of previous sensorimotor control systems. 

(Barandiaran & Moreno 2008, p. 338) 

 

A paradigmatic example of such structures are habits, which encompass partial aspects 

of the nervous system, physiological and structural systems of the body and patterns of 

behavior and processes in the environment (Di Paolo 2003). Due to the partial 

hierarchical decoupling of the electro-chemical activity of the nervous system from 

metabolic-constructive processes, the normative regulation of sensory-motor interaction 

is underdetermined by basic material and energetic needs. This is because the stability 

of a cognitive structure largely depends on the activity of the nervous system as well as 

the way the structure is coupled to sensory-motor correlations. In sum, following on 

from Barandiaran and Moreno, we can define cognitive interaction as follows: 

 

Cognitive interaction is the regulated coupling between a dynamic agent and its 

environment, where the regulation is aimed at aspects of the coupling itself so 
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that it constitutes an emergent autonomous organization in the domain of internal 

and relational dynamics, without destroying in the process the autonomy of the 

agent (though the latterôs scope can be augmented or reduced). 

 

It is important to emphasize once more that the minimal form of agency required for 

cognitive interaction (what we call ódynamicô or ócognitiveô agency) is more complex 

than that provided by adaptive agency, though it is difficult to capture this difference in 

operational terms. Effectively, there is a need for a hierarchically decoupled domain of 

dynamics that can generate its own, non-metabolic goals (e.g. determined by neuro-

dynamic forms of autonomy), and be able to regulate its own activity and the 

organismôs sensory-motor behavior accordingly. Partly this is already a possibility for 

adaptive agents, since the mechanisms of adaptive regulation are partially decoupled 

from the metabolic-constructive processes. But the behavior of these agents is limited 

because the regulatory goals are largely determined by metabolic needs, rather than by 

the activity that is generated via sensory-motor interaction and within the adaptive 

mechanism itself. Cognition, as an open-ended domain of behavior, only becomes 

possible when the adaptive mechanism is partially decoupled from the rest of the body 

in such a way that it is possible for autonomous structures to arise via recurrent 

dynamics (cf. Barandiaran & Moreno 2006, p. 180). This form of dynamic agency 

(what we might call agency ómark IIô), is typically based on the nervous system. 

 

Once dynamic agency is in place it is possible that the continuation of certain patterns 

of sensory-motor interaction become goals in themselves, for example due to the 

autonomous dynamic structures which they induce in neural activity. Moreover, these 

patterns can involve coordination with another agent in multi-agent system. Thus, only 

an agent capable of cognitive interaction can help to give rise to a social domain that is 

defined by its own specific normativity
18

. But is cognitive interaction in a multi-agent 

                                                 

18
 Might this be the beginning of a radicalization of the ósocial brain hypothesisô (cf. Dunbar 1998)? The 

question is why a form of life should evolve that is controlled by a system whose operations are largely 

decoupled from its essential metabolic (self-relative) values, especially since this immediacy increases the 

precariousness of the organism. But perhaps this is the price to pay for being able to regulate behavior in 

relation to social (other-relative) values? Is sociality related to the origin of the nervous system as such? 
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system necessary and sufficient for that interaction to be called social? What is the 

precise role of the other agent? De Jaegher and Di Paolo rightly insist that: 

 

if the autonomy of one of the interactors were destroyed, the process would 

reduce to the cognitive engagement of the remaining agent with his non-social 

world. The óotherô would simply become a tool, an object, or a problem for his 

individual cognition (such a situation would epitomise what we have diagnosed 

traditional perspectives on social cognition as suffering from: namely, the lack 

of a properly social level). (De Jaegher & Di Paolo 2007, p. 492) 

 

It is certainly the case that the other agent must remain autonomous for an interaction to 

be characterized as social. The question that remains, however, is whether a cognitive 

interaction between two or more dynamic agents in a multi-agent system is also a 

sufficient criterion. Can such a cognitive inter-agent interaction capture what is specific 

about sociality in the sense presumably intended by De Jaegher and Di Paolo? What is 

needed is a notion of the social that not only excludes interactions that destroy the 

autonomy of the other, but also exclude those situations in which the other is simply 

encountered as a mere tool, object or problem to be solved by an individualôs cognitive 

ability (if the other appears as something to be encountered at all).  

 

Unfortunately, the notion of an interaction in a multi-agent system of dynamic agents is 

not specific enough. There are situations in which dynamic agents can interact (such 

that all of De Jaegher and Di Paoloôs requirements are fulfilled), but in which the other 

agent is simply treated as part of the non-social environment. A famous example is the 

cognitive domain of an autistic person who is embedded within the social world of 

others, but who does not perceive this sociality as such.  

 

An illustration of this possibility is provided by the psychological experiment by 

Auvray and colleagues (briefly described above, also cf. Chapter 6, p. 90), whereby the 

participants constitute an autonomous interaction process, but without actually being 

able to meaningfully differentiate between the socially contingent and non-contingent 

situations. What this example demonstrates is that it is not sufficient for two cognitive 

agents to give rise to an autonomous interaction process if they are to break out of their 
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individual cognitive domains. While the behavior of the participants is, unbeknownst to 

them, guided by the dynamics of the interaction process to an appropriate solution to the 

given task, their sense-making ability remains qualitatively unaffected with respect to its 

solitary point of reference. It is impossible for individuals to distinguish between the 

movements of the other participant and its copy, even though they are ócollectivelyô 

solving the task due to the dynamics of the multi-agent system. 

 

In sum, multi-agent interaction between dynamic agents is a necessary but not sufficient 

condition for the constitution of social significance. Since we have argued that it is 

regulation of structural coupling which is constitutive of the qualitative aspect of sense-

making activity (cf. Chapter 3, p. 35), we need to take a closer look at this regulative 

aspect. But what kind of regulation is characteristic of a social interaction such that it 

attains meaning as a social event? What is needed is way of defining the operational 

basis of participatory sense-making: 

 

If regulation of social coupling takes place through coordination of movements, 

and if movements ï including utterances ï are the tools of sense-making, then 

our proposal is: social agents can coordinate their sense-making in social 

encounters. [é] This is what we call participatory sense-making: the 

coordination of intentional activity in interaction, whereby individual sense-

making processes are affected and new domains of social sense-making can be 

generated that were not available to each individual on her own. (De Jaegher & 

Di Paolo 2007, p. 497) 

 

This óregulation of social couplingô is precisely what has to be made explicit in De 

Jaegher and Di Paoloôs definition of ósocial interactionô if it is to do all the intended 

work. For if we cannot find a qualitative difference in terms of the regulation of 

coupling then the constitution of a novel social domain of sense-making will remain 

mysterious. What specific regulatory process is involved in the coordination of 

intentional activity during social interaction?  

 

Let us proceed by means of a concrete example. De Jaegher and Di Paolo (2008), 

drawing on Fogel (1993), provide an insightful description of a paradigmatic social act: 
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the act of giving. Fogel describes a filmed session between a 1-year-old baby and his 

mother, in which the infant extends his arms with an object, and keeps them relatively 

stationary only to gently release the object as the motherôs hand takes hold of it. From 

this description it is already evident that giving has an essentially different structure of 

behavior that distinguishes it from merely individual cognitive engagements. In essence, 

in order for the act to be completed successfully, it requires acceptance from the other 

agent. In a more recent paper Di Paolo comments: 

 

Assuming for a moment that the infant is the initiator of the act, we realise that 

he must create an opening by his action that may only be completed by the 

action of the mother. The giving involves more than orientation of the motherôs 

sense-making; it involves a request for her not only to orient towards the new 

situation, but also to create an activity that will bring the act to completion. In 

other words: to take up the invitation for an intention to be shared. [é] an 

invitation to participate is experienced as a request to create an appropriate 

closure of a sense-making activity that was not originally hers. To accept this 

request is to produce the óother half of the actô bringing it to a successful 

completion. (Di Paolo, in press; emphasis added) 

 

On the basis of the act of giving we can now make explicit what was already implicit in 

the enactive approach to social interaction that was first proposed by De Jaegher and Di 

Paolo (2007). The regulation involved in social interaction is indeed of a special kind: 

one cognitive agentôs regulation of interaction creates an opening for an act that can 

only be realized through the complementary regulation of interaction by another. In 

other words, social interaction is a manifestation of co-regulation. More precisely, we 

can provide the following definition: 

 

Social interaction is the co-regulated coupling between at least two dynamic 

agents, where the regulation is aimed at aspects of the coupling itself so that:  

1. It constitutes an emergent autonomous organization in the domain of internal 

and relational dynamics, without destroying in the process the autonomy of 

the agents involved (though the latterôs scope can be augmented or reduced), 

and  
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2. An agentôs regulation of coupling can only be completed by the coordinated 

regulation of at least one other agent. 

 

With respect to the goal of further developing the notion of sense-making, two aspects 

of this definition are particularly noteworthy: (i) since the interacting agents are 

autonomous systems and they adaptively regulate this interaction, it follows that they 

engage with each other in terms of sense-making, and (ii) since the regulation of the 

interaction by one agent changes not only its own coupling but also that of the other 

agent, it follows that the agents can enable and constrain each otherôs sense-making. But 

even though sense-making can be modulated by the interaction process in this manner, 

it essentially remains an individual affair if all we are dealing with is a multi-agent 

system. It only takes on a social significance when it is the result of co-regulation in the 

strict sense, such that it could not be achieved by individual regulation alone. It is the 

addition of the second requirement, i.e. of necessary co-regulation, that gives meaning 

to the notion of participatory sense-making as such.  

 

It is worth emphasizing the basic idea of this proposal again: if agents mutually enable 

and constrain their sense-making activities in a multi-agent system, they can certainly 

open up behavioral domains that would have otherwise remained inaccessible to the 

individual agents. This is nicely illustrated by the psychological experiment conducted 

by Auvray and colleagues (2009), where the relative stability and instability of the 

interaction process causes the participants to succeed at a task that they are individually 

incapable of solving. But the fact that participants are equally likely to ólocateô the other 

during mutual interaction as when interacting with the irresponsive mobile lure also 

shows that, while the interaction process has organized their behavior appropriately, it 

has not affected their sense-making activity. To the participants there is no meaningful 

difference between the two situations. For that to happen the task must be changed such 

that an intended activity of one participant can only become realized by the coordinated 

activity of the other. Only then can we properly speak of participatory sense-making and 

expect a qualitative difference in experience.  

 

Of course, these two scenarios are not mutually exclusive. Participatory situations 

necessarily emerge out of the interactions of a multi-agent system, and may in turn 
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influence the structure of that system so as to lead to further openings for co-regulated 

participation. Di Paolo, for example, suggests that when we remove the assumption that 

the infant intentionally originated the act of giving we open up the possibility even 

richer degrees of interaction: ñA certain movement extending the object in the direction 

of the mother, without yet intending to give it, may now be opportunistically invested 

with a novel meaning through joint sense-making. Latent intentions become crystallised 

through the joint activity so that not only the completion of the act is achieved together, 

but also its initiationò (Di Paolo, in press). In other words, interaction in a multi-agent 

system can not only extend the relational domains of the individual agents (i.e. their 

cognitive and behavioral capacities), but also lead to a novel way of participatory sense-

making (via co-regulation of activities) that inaugurates a social domain specific to their 

history of interactions.  

 

4.3 Cultural interaction 
 

The act of giving, as a paradigmatic social act, is widespread throughout the animal 

kingdom, most often in the context of parenting (e.g. giving food) or courtship (e.g. 

making more or less arbitrary offerings). As such, it is one of the most fundamental 

social acts on the basis of which other forms of sociality can develop. The act itself does 

not presuppose much and, following De Jaegher and Di Paoloôs interpretation of the 

infant giving an object to its mother, it is possible that none of the interactors 

intentionally originated the act. An arbitrary exchange can be subsequently invested 

with social significance when its joint completion changes the very meaning of the 

relationship to that of ógiverô and óreceiverô.  

 

However, do the abstract categories of ógiverô and óreceiverô actually have any meaning 

in the animal kingdom apart from their use by human beings? Typically, we would 

expect that the roles are much more concretely situated in non-human cases of social 

interaction, e.g. as ófeederô and ófedô or ócourterô and ócourtedô. The example of the 

object exchange between the infant and its mother thus points to the need for some 

additional clarification. Where do the norms which guide the motherôs response to the 

infantôs behavior come from? And how do they provide a measure for the successful 

completion of the act as a whole?  



72 | P a g e 

 

 

It is here that the socio-cultural background, in which the interactors and the unfolding 

interaction process are embedded, comes into play (cf. Steiner & Stewart 2009). Indeed, 

the mother might be moved to accept the held object because that is ówhat one doesô 

when offered something by another. From her perspective, treating the gesture as the 

infantôs attempt to ógiveô the object is a natural way of making sense of the situation, 

and this sense-making is implicitly achieved in terms of a pre-established social 

practice. Moreover, this meaning, once it has been actualized in the situation, is not lost 

on the infant, either, who has now discovered a novel way of interacting with his 

mother. In other words, to characterize this example as a social interaction alone misses 

the fact that we are dealing with a process of enculturation.  

 

The appeal to a pre-existing order of shared practices indicates that an approach to 

social cognition which only focuses on the momentary constitution of norms in social 

interaction is not sufficient to capture the whole of sociality. In particular, it is missing 

what is specific about those social interactions that unfold within a cultural context. As 

Steiner and Stewart emphasize, the latter kind of social interactions also necessarily 

involve a form of óheteronomyô, i.e. the abiding by a heritage of pre-established social 

structures. Indeed, the claim that there are heteronomous cultural values that guide our 

behavior and understanding points to a more general phenomenon, since enculturation 

has similarly profound effects on our solitary behavior. A castaway like Robinson 

Crusoe does not immediately cease to behave like an Englishman when he finds himself 

socially isolated on a tropical island. Enculturation thus involves at least some form of 

internalization of heteronomy (cf. Vygotsky 1978). 

 

In terms of the social, Steiner and Stewart argue that only enculturated forms of 

interaction deserve to be called social interactions, in order to distance them from the 

kind of multi-agent interactions that are paradigmatic of De Jaegher and Di Paoloôs 

approach. However, while we agree that the latter approach is too inclusive, which is 

why we have re-conceptualized it as merely a necessary condition for social interaction 

(i.e. in terms of multi-agent interaction), Steiner and Stewartôs approach is also overly 

exclusive. They make sociality a specifically human phenomenon, thereby excluding 

everything from the so-called social insects to our closest primate relatives.  
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In contrast to both of these approaches, the definition of social interaction that we have 

provided in the previous section takes up a middle ground. On the one hand, it excludes 

cognitive interactions that merely contingently happen to involve another agent, but on 

the other hand it includes co-regulated interactions that are not already guided by pre-

established cultural norms. Of course, this is not to deny that Steiner and Stewart are 

correct in insisting that there is something special about many human forms of sociality, 

including their heteronomous character, but this specificity is perhaps better captured by 

the notion of culture rather than by sociality as such. 

 

While the enactive paradigm has acknowledged the constitutive role of the cultural 

context for life and mind (cf. Thompson 2007; Steiner & Stewart 2009; Di Paolo 2008; 

in press), so far there has been no attempt to provide an operational definition of those 

social interactions whose unfolding is partially determined by a pre-existing socio-

cultural background. Nevertheless, the target phenomenon is starting to be clarified and 

the bottom-up approach of the enactive paradigm is systematically developing an 

explanation in a step-by-step manner. In this chapter we have taken the important step 

of clarifying social interactions as being a special kind of multi-agent interaction where 

meaning is co-created by the joint action of the interactors. 

 

An important problem that remains is to explain how such social interaction is shaped 

by óexternalô cultural values. In response we can note that one way to begin to 

understand the heteronomy of cultural structures, and the one pursued in this thesis, is to 

first consider the autonomy of a social interaction process in more detail. After all, this 

autonomy is, when viewed from the perspective of the interacting agents, also a form of 

heteronomy that has its own intrinsic teleology, and which can enable and constrain the 

behavior of the individual agents. Of course, future work will need to determine more 

precisely what is special about the heteronomy of culture. In particular, how is it 

possible that behavior implicitly adheres to cultural norms even when others are not 

immediately present? But even here we should be able to approach this problem from 

the perspective of social interaction, especially social learning. If we want to know how 

culture can shape our behavior even outside of an immediate social context, then we 

first need to better understand how an agent involved in a social interaction, faced with 
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the heteronomy of another agent and the heteronomy of the interaction process itself, 

can undergo a change in behavior that we would call learning. 

 

A final question to consider is whether the constitutive impact of cultural values is not a 

problem for the life-mind continuity thesis. Do we not have to provide a biological 

foundation for these values? Yes and no. Yes, in the sense that these values can only 

exist for certain kinds of sense-making agents, and these agents are biological in that 

they are alive (autonomous and adaptive). No, in the sense that this is not a reduction of 

cultural values to their biological conditions of possibility; the socio-cultural domain 

retains its own autonomy. As such, the emergence of the heteronomy of culture is the 

appearance of another discontinuity in the system of discontinuities which constitutes 

life, mind, and sociality. More specifically, the continuity thesis is preserved because 

the heteronomy of culture turns out to be mutually interdependent with the heteronomy 

of sociality, and the same conceptual framework of autonomy, which forms the very 

foundation of the enactive paradigm, is applicable to both.  

 

It is already clear that, like the previous transitions along the life-mind continuity, a 

cognitive agentôs entrance into a cultural domain is both enabling and constraining. It is 

constraining because taking part in shared practices requires the alignment of an 

individualôs autonomy with a pre-established. But despite this constraining, or rather ï

because of it, there is also an expansion of possibilities. A good example of this is play, 

the freedom of which lies in a playersô capability to create new meaningful constraints 

by which it can steer its sense-making activity and set new laws for itself and others to 

follow (Di Paolo, et al. in press). Moreover, by inaugurating a historical trace of shared 

individual and social practices that can go beyond an individualôs lifetime, cultural 

interaction provides the foundation for cumulatively building on previous more or less 

viable ways of living.  

 

The subsequent chapters of this thesis will investigate the dynamics of social interaction 

more generally, but we will return to some speculations about the possible mechanisms 

of cumulative cultural development in Chapter 13. 
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4.4 Summary 
 

In this chapter we have traced the conceptual framework of the enactive paradigm from 

autonomy to culture, as summarized in Figure 4-4.  

 

 
 

Figure 4-4. This schematic summarizes the relationships between core concepts of the enactive paradigm 

as we have developed them in this chapter. Any inner layer necessarily depends on all of the outer layers. 

Thus, for each phenomenon specified at the bottom of a layer (e.g. ósense-makingô), the operational 

requirements specified at the top of that layer, including those of all previous outer layers, together form 

its necessary and sufficient conditions (e.g. óautonomyô and óadaptivityô). óAgency Iô refers to an 

autonomous system that achieves adaptation not only through internal re-organization (i.e. adaptivity, 

more generally), but also by regulation of its structural coupling (adaptive agency). óAgency IIô denotes a 

form of adaptive agency, whereby the norms of the regulation of structural coupling are underdetermined 

by metabolic criteria alone (dynamic agency). As the operational specificity increases with each inner 

layer, we can attribute an expansion of qualitative existence to the system. The central layer, culture, is 

still in need of further clarification in both operational and phenomenological terms. 

 

This figure shows that the enactive paradigm indeed promotes a form of life-mind 

continuity that is not exhausted by unification into one conceptual framework. In other 

words, all of the latter, more specialized phenomena (inner layers) depend necessarily 
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(and not just historically, i.e. evolutionarily and developmentally) on the existence of all 

of the former, more inclusive phenomena (outer layers). Note, however, that even 

though every new domain emerges on the basis of activity in the preceding domains, it 

cannot be reduced to that enabling activity. This operational asymmetry between 

successive domains is what the recurring concepts of partial decoupling, emergence, 

and autonomy provide. It is also what guarantees that we are actually dealing with a 

non-reductive life-mind continuity, rather than a progression of heuristics that could be 

collapsed into a purely metabolic level on the basis of a more advanced science.  

 

Of course, we should not misunderstand this operational asymmetry as prescribing a 

one-sided interaction between the different phenomenal domains. On the contrary, once 

the different domains of activity have been established for an agent, their relationship is 

not one of hierarchical dependence, but rather of multiple interdependence. For any 

agent it is possible (and likely) that its activities in the different domains all mutually 

constrain and enable each other in various non-trivial ways. Thus, even cultural norms 

can be re-inscribed back into the normativity operative on the metabolic level (Di Paolo, 

in press). For example, I might take up drinking due to the kind of socio-cultural 

environment of which I am a part, but that appropriated activity might itself become 

sustained as a self-constituting habit, and that habit can even begin to re-organize my 

metabolism in such a way that it reinforces the frequency of my drinking behavior, 

which thereby starts to shape the socio-cultural environment faced by others around me, 

perhaps making them more inclined to take up drinking as well. Accordingly, we can 

identify multiple, interdependent, mutually enabling and constraining autonomous 

systems within and across different phenomenal domains. In general, working out how 

these multiple interdependencies precisely operate, and how they combine to bring forth 

coherent forms of agency is one of the most important research problems for enactive 

cognitive science. In particular, it remains to be explained how it is possible for us to 

reflectively live out a unified existence, though it is likely that this has to do with our 

interactions in a linguistic domain (Di Paolo 2009, p 19) and processes of self-other co-

determination more generally (Thompson 2001).  
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5 Beyond methodological individualism 
 

A fundamental assumption of mainstream cognitive science is that the individual agent 

(whatever that may mean in the absence of a mainstream definition of agency) is the 

correct unit of analysis for understanding life, mind, cognition, and behavior, as well as 

all social phenomena. This approach has been termed ñmethodological individualismò 

(cf. Boden 2006b), after the doctrine in social science that was introduced by Max 

Weber in the beginning of the 20
th
 century, and continued by Friedrich von Hayek and 

Karl Popper among others. The history of this doctrine in social science is complex; it 

became embroiled in highly politicized debates, largely because it was often invoked as 

a way of discrediting historical materialism (Heath 2009). In scientific terms the central 

claim of methodological individualism is that social phenomena must be explained by 

showing how they result from individual actions, which in turn must be explained 

through reference to the intentional states that motivate the individual actors. 

 

More recently, the validity of this widespread assumption in cognitive science is starting 

to be questioned on the basis of research from a variety of its sub-disciplines. The idea 

that cognition is at least partly constituted by social interactions and cultural context has 

received support from cognitive anthropology (Hutchins 1995), developmental and 

social psychology (cf. Tomasello 1999; Lindblom & Ziemke 2003), social studies 

(Pentland 2007), primatology (Savage-Rumbaugh, et al. 2005; Tomasello 2000), 

interaction studies (Auvray, et al. 2009; Di Paolo, et al. 2008), as well as philosophical 

and phenomenological considerations (e.g. Zahavi 2001). In terms of understanding 

social cognition this shift is expressed by positing embodied interaction as the primary 

mechanism of our understanding of other minds, rather than theoretical inference or 

empathic simulation (cf. Gallagher 2001).  

 

One formidable challenge that needs to be addressed by the critics of methodological 

individualism is to build a framework that enables them to specify precisely and in a 

non-mysterious manner how it is possible for social phenomena to play a constitutive 

role in the unfolding of individual behavior (De Jaegher 2009). In Chapters 2 to 4 we 

have provided the foundation for this task by introducing and developing the conceptual 

framework of the enactive approach to social cognition. Interestingly, the historical 
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roots of this approach were never that far away from methodological individualism (Di 

Paolo 2008). The influential traditions of radical constructivism (e.g. von Glasersfeld 

1984) and especially second-order cybernetics (e.g. von Foerster 1973) were certainly 

concerned with the existence of others, but largely as a one-sided response to the specter 

of solipsism that was haunting their subject-centered worldview. Maturana and Varelaôs 

(1980) biology of cognition continued the work of these traditions (cf. Varela 1996a), 

but offered an essential improvement. They insisted on a clear logical accounting in 

biology that separated constitutive (individual) and relational (interactive) phenomena 

into two non-intersecting domains, whereby the relational phenomena may constrain the 

constitutive processes and vice versa. This opened the door to a fuller appreciation of 

the role of interaction in a social, linguistic, and cultural context for the development of 

higher cognitive functions (e.g. Maturana, et al. 1995), even leading to the radical 

conclusion that ñwe are constituted in language in a continuous becoming that we bring 

forth with othersò (Maturana & Varela 1987, pp. 234-235). Nevertheless, this strong 

idea of self-other co-determination has remained marginalized in the biology of 

cognition, in particular because its doctrine of non-intersecting domains simply leaves it 

unexplained precisely how relational phenomena constrain processes in the constitutive 

domain. It thus remains unclear how the social is afforded any proper constitutive role.  

 

A detailed comparative analysis of how the enactive approach relates to these traditions 

is desirable, but unfortunately beyond the scope of this thesis. In its early formulations it 

was certainly still afflicted by a lingering methodological individualism, though in 

recent work this has become less of a problem
19

. As should have become clear from the 

preceding chapters, one crucial difference is that the notion of identity conservation has 

been replaced by a focus on precariousness and normativity. The profound implication 

of this simple change in focus is that a richer grasp of the interrelationship between the 

constitutive and relational domains is now conceivable, to the extent that it becomes 

possible to think about how socio-cultural values can transform even basic metabolic 

processes (Di Paolo, in press). Enactive cognitive science has thus traded the framework 

                                                 

19
 The related tradition of the enactive or, more precisely, sensory-motor approach to perception (e.g. Noë 

2004; OôRegan & No± 2001), which took inspiration from the early work by Varela and colleagues, has 

remained committed to methodological individualism. We will return to this point in Chapter 12. 
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of methodological individualism for an approach that is more akin to the dialectical and 

historical materialism of Vygotskyôs psychology, as first proposed by Marx and Engels, 

though stripped of its metaphysical pretense to universality and instead embedded in 

systems thinking and a closed-loop epistemology. 

 

However, it is one thing to say that social interaction plays a constitutive role, and 

another to say exactly how it plays that role. The focus of Chapters 6 to 10 is therefore 

to demonstrate more concretely the constitutive interplay between the individual and 

interactional levels. First, the problems faced by the doctrine of methodological 

individualism in accounting for a range of psychological phenomena are highlighted, 

and a possible role of the interaction process is indicated (Chapter 6). In order to get a 

better understanding of how it is possible for the dynamics of the interaction process to 

be constitutive of an individualôs behavior we introduce evolutionary robotics as a 

methodology to generate complete models of minimal complexity (Chapter 7). This is 

followed by a range of novel modeling experiments which show concretely and in 

mathematically analyzable terms how individual and interaction levels are interrelated 

in multi-agent systems (Chapters 8 to 10).  
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6 Studies in social psychology: A critical analysis 
 

The aim of this chapter is to show that the enactive approach to social cognition can be 

used to provide a fresh perspective on some important experiments in developmental 

and social psychology. Most contemporary studies of social cognition attempt to explain 

the widespread phenomenon of bodily coordination, for example facial imitation or 

gestural exchange, in terms of a combination of three factors pertaining to the individual 

interlocutors. These factors consist of two kinds of self-perception and one kind of 

other-perception: (i) visual self-perception, (ii) proprioceptive self-perception, and (iii) 

visual other-perception. As we will see, most traditional explanations have no problems 

accounting for bodily coordination as long as they can appeal to either or both kinds of 

self-perception and some form of other-perception. If this is not possible, for instance in 

some pathological cases, additional ad hoc neural systems are typically postulated to fill 

the explanatory gap. From the perspective of the enactive approach to social cognition, 

it appears that what is missing from these traditional explanations in psychology is an 

appreciation of the role of the interaction process in organizing individual behavior.  

 

In order to motivate a consideration of the interaction process for explaining empirical 

data in developmental and social psychology we will proceed as follows. First, some of 

the main concepts used by traditional approaches, i.e. body image, body schema and 

proprioception, need to be clarified. This is followed by a discussion of several case 

studies which map out empirically the various possibilities of the conceptual space 

afforded by the combinations of these three concepts. On this basis an attempt is made 

to adopt a more progressive approach to social cognition in recent cognitive science, 

namely the integrative theory of gesture, to make sense of this data. Nevertheless, some 

potential problems are identified. Finally, it is suggested that the enactive approach to 

social cognition, with its focus on the constitutive role of the interaction process, is a 

promising candidate to resolve these difficulties.  

 

Note that it is beyond the scope of this chapter to develop a full response to each of the 

chosen case studies. However, the modeling experiments presented in the next chapters 

indicate one potential methodology of how to start going about this in a more systematic 



81 | P a g e 

 

manner. They begin to develop the conceptual language of dynamics that would be 

needed for a more thorough review of these psychological studies. 

 

6.1 Body image and body schema 
 

We will follow Gallagher and Cole (1995) in making a conceptual distinction between 

two aspects of embodiment. On the one hand there is the body image (BI), which 

consists of a system of perceptions, attitudes, and beliefs pertaining to oneôs own body. 

On the other hand, there is the body schema (BS), namely a system of sensory-motor 

capacities that functions without conscious awareness or the necessity of perceptual 

monitoring. In other words, ñthe difference between body image and body schema is 

like the difference between a perception (or conscious monitoring) of movement and the 

actual accomplishment of movement, respectivelyò (Gallagher 2005, p. 24). There is 

empirical evidence that this conceptual distinction does indeed pick out two different 

aspects of our embodiment, and some of this evidence will be presented as part of the 

case studies.  

 

Another important concept that we need to define more clearly is that of proprioception, 

which is often used to refer to somatic information about joint position, limb extension, 

as well as bodily position and body posture more generally. This notion of somatic 

information can be meant in the form of a pre-reflective pragmatic awareness which, 

while not taking the body as an object, still contributes a certain spatial structure to the 

perceptual body image. But the notion can also be used to refer to a non-conscious 

process, whereby physiological stimuli activating peripheral proprioceptors, which in 

turn are registered at certain strategic sites in the brain, operate as part of the system that 

constitutes the body schema. Following Gallagher (2005, p. 46) we will refer to these 

two different ways of conceptualizing proprioception in terms of proprioceptive 

awareness (PA) and proprioceptive information (PI), respectively.  

 

The distinction between body image and body schema is related to the important 

phenomenological distinction between the body-as-object and the body-as-subject (cf. 

Legrand 2006). In the former case our embodiment is reflectively experienced by means 

of sensory perception, and in the latter case it is experientially transparent as a means of 
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being-in-the-world. Note, however, that in contrast to the notion of body schema, which 

refers to an integrated system of physiological capacities and proprioceptive information 

that remains outside our awareness, the body-as-subject is a phenomenological notion. 

As such it refers to a structure of our lived experience, for example our pre-reflective 

proprioceptive awareness.  

 

With these distinctions in place we can now return to the three factors traditionally used 

to explain the existence of bodily coordination. First, we have visual self-perception, 

which is an essential part of the body image we have of ourselves (Self-BI). And then 

there is proprioceptive self-perception, which is usually taken as an essential part of the 

sub-personal mechanisms that are outside of our awareness (PI). And finally there is 

visual other-perception, which forms an essential part of the body image that we have of 

the other interlocutor (Other-BI). On the basis of these three factors we can now 

perform a simple meta-analysis of the literature by focusing on case studies that map out 

the space of possibilities, as summarized in Table 6-1. 

 

Case: Self-BI: Other-BI: PI: Example of bodily coordination: 

1 ã ã ã Non-pathological face-to-face interaction 

2  ã ã Facial imitation by human neonates 

3 ã ã  Gesturing by a deafferented subject (I) 

4 ã  ã Perceptual crossing in a virtual space 

5  ã  Deafferented subject under a blind 

6 ã   Gesturing by a deafferented subject (II) 

7   ã Body imitation in a virtual space (I) 

8    Body imitation in a virtual space (II) 

 

Table 6-1. A list of case studies (1-8) that spans all possible combinations of the three factors 

traditionally used to explain bodily coordination: a self-directed body image (Self-BI), an other-directed 

body image (Other-BI), and proprioceptive information (PI). Each case study provides a brief description 

of an instance of bodily coordination and the particular factors which would be available in terms of the 

traditional explanatory framework. Note that there are some instances of coordination which appear to fall 

outside the scope of this traditional framework. Nevertheless, all of these cases allow the possibility of 

responsive interaction between the participants, and thus retain a role for the interaction process. 
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6.2 Case studies in social psychology 
 

We will now expand on the information provided in Table 6-1 by providing a more 

detailed description of the example of bodily coordination for each case, as well as the 

kind of explanations that have been offered to account for them. The focus on bodily 

coordination is justified because it is one of the most basic forms of inter-individual 

interaction. In all of the cases the aim is to use the empirical evidence to develop an 

understanding of the necessary and sufficient conditions for the establishment of bodily 

coordination between cognitive agents. What will emerge out of this analysis is a more 

precise grasp of the explanatory gaps in the traditional framework of social psychology, 

and a sense of the kind of explanations that can potentially be offered by the enactive 

approach to social cognition. 

 

6.2.1 Non-pathological face-to-face interaction 
 

Let us begin this analysis of psychological studies of bodily coordination with a brief 

consideration of unencumbered, everyday social interaction between human beings. It is 

well known in social psychology that unconscious gestural imitation is prevalent during 

human interactions, and that the particular unfolding of this imitation even influences 

the meaning of the social encounter (e.g. LaFrance 1982). In this unconstrained case the 

full explanatory framework of traditional social psychology is available to account for 

this phenomenon of bodily coordination, as represented schematically in Figure 6-1.  

 

This basic case covers a whole range of social phenomena, including what has been 

described as primary intersubjectivity (Trevarthen 1979), secondary intersubjectivity 

(Trevarthen & Hubley 1978), as well as joint attention and linguistic interaction 

(Tomasello 1988). Indeed, out of all the listed cases this is the one that allows one of the 

richest forms of embodied interaction to emerge between the participants, i.e. the full 

range of human intersubjectivity. However, because explanations of these forms of 

bodily coordination can appeal to any combination of the three factors, it is difficult to 

sort out which of them are necessary and/or sufficient conditions.  
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Figure 6-1. A schematic of the three factors that are traditionally used to explain bodily coordination 

during social interaction: (i) the body image that we have of ourselves (Self-BI), which is largely formed 

through visual perception, (ii) the proprioceptive information (PI) of oneôs bodily posture and movement, 

and (iii) the visual perception of the otherôs body (Other-BI).  

 

In order to better determine whether any combination of the three traditional factors 

depicted in Figure 6-1 is necessary and/or sufficient to explain the phenomenon of 

bodily coordination in general we can consider a series of more restrictive case studies 

which systematically eliminate their potential influence. 

 

6.2.2 Facial imitation by human neonates 
 

It is well known in developmental psychology that human infants are good at imitating a 

wide variety of gestures performed by adult experimenters (e.g. Meltzoff & Moore 

1977; 1989). Moreover, it has been shown that even newborn infants less than an hour 

old can successfully imitate facial gestures such as mouth-opening and tongue 

protrusion (Meltzoff & Moore 1983). In general, the range of imitative capacities 

exhibited by young infants is too extensive and specific to be explained in terms of pre-

determined innate sensory-motor structures (BS) alone. Indeed, the fact that infants 

retain this imitative capacity even when the experimenters introduce considerable delays 

between the presentation of a stimulus and the infantôs ability to respond implies that 

early imitation is not entirely stimulus bound, directly triggered, or reflexive (cf. 

Meltzoff & Moore 1997, p. 182).  
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In the case of adult imitation it is possible to provide an explanation in the traditional 

framework that is based on a comparison between self-BI and other-BI. But how can we 

explain the infantsô ability to imitate facial gestures given that they have not yet had the 

chance to construct a body image based on visual perception of their face? For theorists 

who hold that perception is unorganized in early infancy even this very phenomenon 

itself appears to be impossible:  

 

Thus since the child cannot see his own face, there will be no imitation of 

movements of the face at this stage. [é] For imitation of such movements to be 

possible, there must be co-ordination of visual schemas with tactilo-kinesthetic 

schemas. (Piaget 1962, p. 45; quoted by Gallagher 2005, p. 68) 

 

However, that such imitation by even very young infants is indeed possible has now 

been conclusively demonstrated. How are we to explain this phenomenon? Meltzoff and 

Moore propose that early facial imitation is based on óactive intermodal mappingô 

(AIM) , whereby the target matching process is captured by a proprioceptive (PI) 

feedback loop. In essence, the experiments on neonate imitation demonstrate, contrary 

to the traditional position of theorists such as Piaget (1962), Merleau-Ponty (1945/1962) 

and others, that a functioning body schema is present at least from birth onwards, if not 

even earlier. The AIM model posits that a PI feedback loop from the infantôs motor acts 

enables it to perform the appropriate gesture even without visual awareness of its own 

face. The equivalence between the target other-BI and the infantôs PI is therefore 

determined by means of a supra- or intermodal matching process (Meltzoff & Moore 

1997). A simple schematic of the AIM hypothesis is shown in Figure 6-2. 
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Figure 6-2. A conceptual schematic of the óactive intermodal mappingô (AIM) hypothesis adapted from 

Meltzoff and Moore (1997). They make use of a traditional form of explanation: the imitative ability of 

human neonates is accounted for by appealing to an intermodal equivalence detector between the 

neonateôs visual percept of the other (Other-BI) and its proprioception (PI). 

 

 

Figure 6-3. A revised version of the schematic in Figure 6-1. In the case of neonate imitation traditional 

explanations cannot appeal to the existence of a body image based on visual perception of the neonateôs 

body (Self-BI). Accordingly, Meltzoff and Moore (1977) propose their óactive intermodal mappingô 

(AIM) hypothesis which is illustrated in Figure 6-2. 

 

Apparently the existence of such a general matching process does not require extensive 

periods of learning appropriate intermodal correlations since neonatal imitation has been 

demonstrated with infants even less than a month old (Meltzoff & Borton 1979). Here 
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we thus have an example of how bodily coordination can be explained in the traditional 

framework by appealing to the existence of an Other-BI and PI alone without the need 

for a perceptually formed self-BI as well. This possibility is illustrated in Figure 6-3. 

 

While the existence of an innate BS can explain the ability of the neonates to engage the 

appropriate part of their bodies, it is difficult to see how this BS alone can explain their 

ability to actually improve this performance. How do they know which PI matches the 

target PI that they would receive when accurately copying the intended movement?
20

 To 

be fair, it could be argued that at least a minimal Self-BI is also present for the neonates 

because of the existence of proprioceptive awareness (PA). Gallagher and Meltzoff 

(1996), for example, suggest that PA, as a tacit, pre-reflective awareness, constitutes the 

very beginning of a primitive form of Self-BI. Thus, a primitive self-BI might also play 

an essential role, namely as the comparative goal-state to be attained by the innate BS.  

 

6.2.3 Gesturing by a deafferented subject (I) 
 

Is it possible to better differentiate between the contributions of the self-BI and PI for 

bodily coordination? We can gain some further insights by considering the case of a 

deafferented subject, Ian Waterman (sometimes referred to as IW in the literature), who 

has lost all sense of touch and proprioception in his body below the neck. This acute 

sensory neuropathy developed in 1971, when Ian was 19 years old, because of an illness 

which damaged the large myelinated fibers below his neck. The case of Ian has been 

well document by his doctor, Jonathan Cole (1995). Ianôs case is of interest here 

because one way to describe his condition is that of a lost body schema: 

 

                                                 

20
 Since some readers might be tempted to answer ómirror neuronsô to this question (e.g. Rizzolatti, et al. 

2001; Gallese & Goldman 1998), it is fitting to very briefly consider why this response is fundamentally 

inadequate. First, there are deep conceptual difficulties with the notion of ómirroringô, including the lack 

of pretense at the level of neurons (Gallagher 2007). And even if these difficulties could be resolved there 

is experimental evidence that the activation of these neurons is nothing specifically social, but rather a 

contingent outcome of associative learning that can even be reversed (Catmur, et al. 2007). Finally, the 

reference to ómirrorô system activation just shifts the explanatory problem to the neural domain: what is 

the mechanism which makes these neurons fire when the infant sees the otherôs movement, and what 

mechanism can relate this firing activity to the infantôs accurate copying of the target movement?  








































































































































































































































































































